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Abstract I.1 Human Hand/Eye Coordination 

We present a new model for the perceptual rea- 
soning involved in hand/eye coordination, and 
we show how this model can be developed into 
a control mechanism for a robot manipulator 
with a visual sensor. This new approach over- 
comes the high computational cost, the lack 
of robustness, and the need for precise calibra- 
tion that plague traditional approaches. At the 
heart of our model is the Perceptual Kinematic 
Map (PKM), d a irect mapping from the control 
space of the manipulator onto a space defined 
by a set of measurable image parameters. By 
exploring its workspace, the robot learns, qual- 
itatively, the topology of its PKM and thus ac- 
quires the dexterity for future tasks, in a strik- 
ing parallel to biological systems. 

1 Introduction 

Despite considerable progress in the development of for- 
malisms for symbolic reasoning, reasoning about actions 
using perceptual input is still not well understood. Con- 
sider the problem of hand/eye coordination: we perform 
it effortlessly every time we write, lift a glass, etc., yet 
we have only begun to understand the complex mecha- 
nisms involved, let alone to be able to emulate human 
performance with mechanical systems. 

In the study of human hand/eye coordination we roughly 
distinguish two approaches. The biomechanical ap- 
proach is based on the assumption that the representa- 
tions and controls used by the-brain can be inferred from 
external observations of human performance. In the case 
that interests us, the external observations are arm tra- 
jectories, but the biomechanical approach has also been 
applied to the the study of legged-motion and of the vi- 
sual saccadic and smooth tracking systems (Robinson, 
Gordon & Gordon 1986). Arm trajectory observations 
have been compiled for various types of tasks (writing, 
pointing, etc.) and movement constraints, generally with 
vision as the main source of sensory feedback. The mea- 
surements obtained are interpreted in terms of a model 
of the musculoskeletal system (Hogan 1985), with the 
intent of determining the control variables that achieve 
these trajectories (Hollerbach & Atkeson1987). But al- 
though the results of current simulations are qualita- 
tively very similar to the observed data, we still lack 
a model for which the control patterns can actually be 
detected in the brain. 

In this paper we present a new model for the percep- 
tual reasoning involved in hand/eye coordination (specif- 
ically, in positioning the hand using only visual feed- 
back), and we show how this model can be developed 
into a control mechanism for a robot manipulator with 
a visual sensor. At the heart of the model is the Percep- 
tual Kinematic Map (PKM), a direct mapping from the 
control space of the manipulator onto a space defined by 
a set of parameters that are directZy observable by the vi- 
sual sensor. In a striking parallel to biological systems, 
the robot acquires dexterity by exploring its workspace, 
i.e. by learning, qualitatively, the properties of its PKM. 

Figure 1: A grasping task: initial and subsequent positions 
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The psychological approach favors the study of exter- 
nal behaviors and phenomena for their own sake: the 
reaction time of the hand/eye system (Fischer & Rogal 
1986) and its relation to the accuracy of movement (Fitts 
1954), the fixation process (Ballard 1989), the plan- 
ning of hand movements with visual feedback (Fleischer 
1986), etc. Results of this type are of particular interest 
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to the segment of the robotics community that attempts 
to mimic global behaviors without necessarily having to 
reproduce the control actually implemented in the brain. 

1.2 Design of Robotic and/Eye Systems 

The classical robotic hand/eye system is described by 
two modules: the control module which, given the ini- 
tial position of the robot’s hand and the goal position, 
generates the sequence of movements that lead the hand 
to the goal, an .d the vision modube, which provides infor- 
mation about the position and orientation of the robot 
relative to the goal. 

1.2.1 Mechanics of the manipulator 

Figure 2: (a) A five-jointed robot arm 
(b) Its schematic representation 

A robot manipulator, such as the five-jointed arm 
shown in Figure 2(a), can be modeled as a sequence 
of rigid links connected by either revolute (turning) 
joints or prismatic (sliding) joints. Figure 2(b) gives 
the schematic for our example manipulator, all of whose 
joints are revolute. The state of a-manipulator at any 
given time can be represented by the join; configuratioi, 
which is the vector of angles between consecutive links, 
measured at each joint: Q = (al, 42, . . . , q,JT. The set of 

all such n-tuples defines the joint space of the manipula- 
tor, and to a given joint configuration of the robot there 
will correspond a unique point in the joint space. 

Any change in a joint angle will affect the position 
p and the orientation w of the robot’s hand. This re- 
lationship between the joint space and the task space, 
Kc, of possible positions and orientations of the hand is 
expressed by the kinematic map K : 3 -+ K. Given an 
adequate mathematical model that describes the posi- 
tions and orientations of the joints relative to each other, 
an analytic expression for the kinematic map can be de- 
rived. A good survey of the models and techniques in- 
volved was done by Hollerbach (1989). 

Moving the hand to a given position and orientation 
involves the solution of an inverse kinematics problem, 
that is, the determination of the appropriate joint config- 
uration. Most of the points in the robot’s joint space are 
regular points, where the kinematic map is well-behaved 
and the Inverse Function Theorem guarantees locally the 
existence of a smooth inverse mapping. However, the 
analytic determination of this mapping is usually pro- 
hibitively difficult to compute, so in order to solve the 
problem one has to resort to algorithms that compute 
fast, numerical approximations. 

At singudar points of the joint space, on the other 
hand, the theoretical inversion of the kinematic map is 
impossible, and the numerical algorithms fail, so a good 
trajectory planner for the robot should be able to avoid 
such points. The general study of singularities of the 
kinematic map is almost as complex as the inverse kine- 
matics problem itself, and has no known general solution: 
most articles on the subject concentrate on one particu- 
lar type of manipulator (Borrel & Liegeois 1986). 

1.2.2 Visual calibration 

A robot’s visual system generally consists of a cam- 
era, from whose input estimates of the world coordinates 
and orientations of the components of the robot relative 
to one another are made. Tsai (1989) gives a synopsis 
of the important results in this domain. Using this in- 
formation, the robot should in theory be able to plan 
a path and proceed, blindly, to its goal. Unfortunately, 
the mathematical models used to compute the kinematic 
map are either too simple to take into account the limi- 
tations of the manipulators, such as defects in the align- 
ment of axes, or too complex to actually be useful, partly 
because of their effects on the stability of the inversion 
computations. Furthermore, existing vision algorithms 
are not robust enough to provide data at the accuracy re- 
quired by this strategy (Aloimonos 1990). Consequently, 
systems based on this approach have so far failed in 
general, three-dimensional tasks, despite their success in 
constrained, two-dimensional, industrial applications. 

1.2.3 uantitative visual feedback 
A new approach is emerging in which visual feedback 

is closely integrated with the control of robot manipula- 
tors (Weiss, Sanderson & Neuman 1987) with the result 
that the accuracy of the trajectories is greatly increased. 
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For example, the measurement errors compiled over a 
sequence of images tend to “average out,” so that their 
effect on the control is considerably reduced. A now 
classical example of what can be done when visual feed- 
back is carefully integrated into the control scheme is 
the robot Ping Pong player (Anderson 1988). But even 
this approach requires good initial calibration of the sys- 
tem and complex inverse kinematics computations, and 
if our goal is to comprehend human hand/eye coordina- 
tion, this approach does not provide any new insight. It 
seems unlikely, after all, that the brain needs to know the 
exact angle of each of the arm’s joints before it can plan 
a trajectory, and we know from experience that we can 
very quickly adapt to significant changes in the proper- 
ties (bounds on acceleration, limits of the degrees of free- 
dom, etc.) of our arms, for example when we carry heavy 
objects or when a joint is immobilized due to arthritis. 

2 The Perceptual Kinematic Map 

Having argued for the integration of visual feedback with 
manipulator control, we proceed to introduce the Per- 
ceptual Kinematic Map, a mapping from the space of 
joint parameters of a manipulator to the space formed 
by the values of a set of parameters that are directly ob- 
servable by the visual sensor. In what follows, we will 
refer to a robotic hand/eye system, but the principles 
are equally applicable to biological systems, as will be 
noted in a later section. 

Consider a coordination problem in which the goal is 
to maneuver the hand into position next to an object 
of known size so that the object can be readily grasped. 
(Though it is unlikely that one would ever be required 
to grasp a totally foreign object, if the size is in fact 
unknown, it could be estimated through stereo dispar- 
ity analysis or in the course of the exploration phase 
of a moving observer.) We will examine how changes 
in the image plane of the eye reflect the motion of the 
hand. For example, if a robot rotates a single joint Ji 
while holding its other joints stationary, we expect that 
a point on its hand will trace an arc of an ellipse in 
the image plane. Let s = (sr , ~2, . . . , s,)~ be an array of 
measurable image parameters, considered as a function 
of the joint parameters of the robot. If S is the space of 
such image parameter arrays, then we can consider s as 
a point of S and define a mapping 7r : 3 + S. We call 
this the Perceptual Kinematic Map (PKM). 

For our five-degree-of-freedom robot manipulator, we 
have identified five independent features that can be 
readily extracted from any image of the robot: the im- 
age coordinates of two points on the hand and the area 
of a rectangle inscribed on the hand. The PKM for this 
manipulator gives rise to a five-dimensional parametric 
“hypersurface,” which we call the control surface. 

The image processing is purposely kept simple. A 
white rectangle is inscribed on the hand in order to facil- 
itate the tracking of the image parameters, its position 
and area in the image giving the five parameters needed 
for the control (Figure 3). Through experiments in which 

we have tracked the five image features, we have found 
that their trajectories agree closely with the predicted 
ones, and the mappings are quite smooth For example, 
Figure 4 shows the action of one of the wrist parameters 
on the image of a feature point, for different settings of 
the other joints. In particular, it should be noted that 
the slopes vary little from curve to curve, a property we 
exploit in our control strategy. 

Figure 3: (a) A n image of the hand - 
(b) The image parameters 

We do not deal here with the problem of fine motion, 
so the goal of a grasping task is to superimpose the hand 
on an object (Figure 3). Both the initial and goal posi- 
tions of the hand correspond to points in S that lie on 
the control surface. In fact, for any configuration of the 
manipulator there is a corresponding point on the con- 
trol surface, so the grasping task is reduced to a problem 
of constrained path planning on the control surface. 

There is little point in attempting to invert the PKM, 
since the computations are even more complex than 
those for the original kinematic map, and small dis- 
cretization and detection errors would invalidate the re- 
sults. Qualitative decisions, however, such as whether 
or not the current configuration is close to a singular- 
ity of the control surface, are unaffected by small errors. 
Our experimental results confirm that the robust detec- 
tion of these singularities through image measurements 
is feasible. 

2ooc 1 I I I I 

Figure 7 Experttental :esults: rcoordizte VS. wrist 
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The study of the perceptual kinematic map tells us 
what the control surface can look like and what kinds 
of singularities can be expected. The ability to predict 
events in the image, and thereby the nature of the con- 
trol surface, allows us to devise a control strategy that 
is easy to describe algorithmically. At the same time, 
we can avoid undue stress on the manipulator and the 
unnecessary movement that is incurred when it is made 
to maneuver blindly across a singularity of its control 
surface. 

3 Vision-Based Control 

The control surface comprises regudar points, where the 
surface can be locally approximated by its tangent hy- 
perplane, and singular points, where the Jacobian of 7r is 
zero. Over a neighborhood of regular points one can ap- 
ply a simple gradient descent method to bring the hand 
closer to the desired configuration (using a cost function 
on S that measures the “distance” between the current 
and goal points). In our current implementation we track 
the hand and the Jacobian using a Kalman filter, a choice 
made possible by the smoothness of the PKM. 

On the other hand, when the robot reaches or crosses 
a singularity it may need to choose a new path to the 
goal. The decision depends upon the type of the singu- 
lar point, which the robot determines by exploring the 
neighborhood of the point. Ideally, singularities are iden- 
tified by zeros of the Jacobian, but since we are dealing 
with discrete images and manipulator displacements, we 
can rely only on qualitative information. As such, the 
robot detects that it has crossed a singularity by noting 
a change in the sign of the Jacobian. 

Even it its simplest form, the regular gradient descent 
strategy poses interesting problems. For example, the 
choice of a good gain in the regular control is closely 
related to the debate in the psychology literature about 
multiple correction (Keele 1968) versus single correction 
models (Howarth, Beggs, & Bowden 1971) for the visual 
control of movement. The former can be modeled in our 
case by the use of a (small) constant gain, the latter by a 
function of the distance to the goal. Another interesting 
possibility, which is both computationally efficient and 
psychologically motivated, is to decompose the planning 
into a gross motion phase during which the manipulator 
only attempts to position one endpoint close to the goal 
(thus reducing the control surface to a 3D surface), and 
a more precise phase, in which the control surface in its 
complete dimensionality is considered. 

3.1 Exploration of the Control Surface 

At the beginning of a new grasping task, or when a sin- 
gularity is encountered, the robot needs to explore its 
neighborhood, meaning that it computes the local tan- 
gents to the control surface. The exploration of a config- 
uration’s neighborhood proceeds from the current config- 
uration in fixed steps for each joint, with a measurement 
being made after each step. As an example, in Figure 5 
we show how these measurements are made in the neigh- 

borhood of a regular point and in the neighborhood of a 
singular point. 

The list of possible types of singularities of a generic 
lR5+ lR5 mapping is well known (Golubitsky & Guillemin 
1973). Singularities of the control surface will typically 
be folds, which are degenerate along one direction of 
the control surface and locally look like five-dimensional 
cylinders. The direction of a fold can be directly deter- 
mined from the measurements made, and it qualitatively 
identifies the singularity. After deciding on which side 
of the singularity the goal lies, the robot determines its 
new course and returns to the regular control mode. 

de generate direction 

Figure 5: Exploration of the control surface in the 
hood of a regular point and a singular point 

s(q), a regular point 
control surface 

of the 

s(q+Aq), a measurement 
made in the neighborhood 
Of ¶ 

q +W 

neighbor- 

3.2 Qualitative Learning of the Environment 

The ability to learn a control strategy for a particular 
environment or task is of utmost importance to both bio- 
logical and artificial systems and has long been a subject 
of psychological research (Schmidt 1975). More recently, 
this problem has been addressed in the robotics com- 
munity as either a parameter recovery problem (Skaar, 
Brockman, & Jang 1990) or through connectionist tech- 
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niques (Mel 1987). Despite promising results, these mod- 
els have so far been applied only to low-dimensional 
problems and very constrained environments (Miller 
1987), conditions under which, as we mentioned earlier, 
classical reconstruction methods have been quite success- 
ful. In the following sections we address the learning 
problem using a geometrical, qualitative approach. 

3.2.1 Learning the control surface geometry 
We have shown that, for a fixed position of the eye, 

the control surface so completely defines the possible 
arm movements that we can identify knowledge of the 
surface’s geometry with the actual coordination of the 
hand/eye system. We would now like to investigate 
the possibility of being able to learn (and perhaps to 
memorize) the geometry of the control surface. The 
high dimensionality of the problem may at first seem 
to be an obstacle, but consider a function of one vari- 
able whose singular points (extrema) have been detected 
(Figure 6(a)). There are obviously an infinity of curves 
admitting the marked points as singularities, but all 
these curves will be qualitatively similar (Figure 6(b)). 
This principle can be extended to higher dimensions, al- 
lowing us to say that a surface is qualitatively uniquely 
defined by its singularities. 

Each new coordination task may lead to unexplored 
portions of the control surface and to intersections with 
as yet undetected singularities. The identification and 
localization of a new singularity helps in obtaining a bet- 
ter representation of the surface, and therefore in achiev- 
ing more dextrous hand/eye coordination. 

Figure 6: (a) A curve and its singularities 
(b) A qualitatively similar curve 

3.2.2 The mobile observer 
So far, we have only considered the case of a station- 

ary eye, but our theory generalizes naturally to the case 
of a mobile observer. A limited degree of mobility can be 
provided by placing the camera and the robot on a mo- 
bile platform while keeping their relative positions fixed. 
In this case, movement of the observer will affect not the 
shape of the control surface but the location of the goal 
on it. Thus the robot is free to position itself so that the 
goal will lie in a regular portion of the control surface. 

/ 

Cd) 

Figure 7: (a) Surface derived from a generalized PKM 
(b) Its cross sections are control surfaces 
(c) Derivative of the generalized PKM 
(d) Localization of the singularities 

A higher degree of mobility is achieved if the cam- 
era can be dynamically repositioned with respect to the 

Naturally, the generalized control surface we will be 

robot. Then, the effect of eye movements can be assim- 
considering will be of high dimension (typically higher 

ilated into perturbations that alter the topology of the 
than ten), and it may seem unlikely that the human 

control surface. Most singular points will be structurally 
brain is able to represent such a complex structure. How- 

stable, that is, their positions may vary under small per- 
ever the brain does not need to store a complete descrip- 

turbations of the surface, but their topological type will 
tion of the surface: an incrementally updateable scale- 
based approximation would suffice. 
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remain unchanged. However, a few points will undergo 
catastrophic changes of topological type. 

Although a thorough study of the PKM allows us to 
predict what topological changes can occur when a per- 
turbation parameter, say the position of the eye, is modi- 
fied in a particular direction, we cannot predict, since we 
do not have a perfectly calibrated system, the exact value 
of the parameter for which the change will occur. Neither 
can we predict the effect of an arbitrarily small change of 
parameter on the shape of the surface. However, we get 
a much better understanding of the topological changes 
on the control surface if we look at the generalized con- 
trol surface lying in the much higher-dimensional space 
of the joint variables and perturbation parameters (here, 
the configuration of the eye), of which each control sur- 
face is a section. For example, Figure 7 shows the evolu- 
tion of a planar control “surface” (b) and of the location 
of its singularities (d) under the action of parameter t. 
The resulting generalized control surface it describes is 
shown in (a). 

(4 W 



4 elated roblems 

Even when the eye remains stationary, the generalized 
control surface can be used to choose positions and ori- 
entations of the observer that make the task simpler, 
e.g. ones that minimize the number of singularities lying 
between the current and goal configurations. 

An interesting coordination problem is one in which 
the goal point is dynamic, such as when a robot is re- 
quired to catch a moving object. The added constraint of 
timing makes the problem more difficult: in terms of the 
PKM, the problem becomes a dynamic, constrained mo- 
tion planning problem on the control surface (Sharma, 
Hervk & Cucka 1991). 

For simplicity we have only presented the case in which 
the goal configuration of the hand can be represented as 
a point on the control surface. In general a coordination 
task will involve a set of goal points corresponding to 
multiple acceptable grasp positions. In (Cucka, Sharma 
& Herve 1991) paper, we show how existing methods for 
the analysis of stable grasps can be exploited, in coop- 
eration with model-based analysis of an object’s pose, 
to directly determine a complex goal set on the control 
surface. 

5 Conclusion 

We have demonstrated that the analysis of the PKM 
and the control surface of a hand/eye system allows us 
to model and solve the coordination problem. The close 
integration of visual feedback with the decision process 
and our reliance on qualitative, topological information 
rather than precise, quantitative information allow us to 
robustly reason about spatial tasks. The principles of 
our approach are general, and the algorithm and system 
presented here represent only one of many possible ways 
to implement and test the approach. 
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