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Abstract 
The human face is an object that is easily located in 
complex scenes by infants and adults alike. Yet the de- 
velopment of an automated system to perform this task 
is extremely challenging. This paper is concerned with 
the development of a computational model for locat- 
ing human faces in newspaper photographs based on 
cognitive research in human perceptual development. 
In the process of learning to recognize objects in the 
visual world, one could assume that natural growth 
favors the development of the abilities to detect the 
more essential features first. Hence, a study of the 
progress of an infant’s visual abilities can be used to 
categorize the potential features in terms of their im- 
portance. The face locator developed by the authors 
takes a hypothesis gelaerate and test approach to the 
task of finding the locations of people’s faces in dig- 
itized pictures. Information from the accompanying 
caption is used in the verification phase. The system 
successfully located a.11 faces in 44 of the 60 (73%) test 
newspaper photographs. 

Introduction 
This paper is about developing a computational model 
for locating ’ human faces in photographs, guided by 
cognitive principles. Since the human brain is the most 
efficient visual system known, it would benefit a com- 
putational system to utilize the findings of cognitive 
research on human perceptual development. 

To render credibility to the subject of this research 
one must address the question of whether a human 
face is any more or less important than other objects 
in the visual world. If faces are “special”, then are 
they special enough to warrant the development of a 
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’ The terms “recognition” and “location” of faces are 
used synonymously throughout this paper. These terms 
are used to indicate the ability to distinguish any human 
face from other objects. It does not imply the ability to 
at,tach names to people’s faces. This latter ability will be 
referred to as “identification”. 

computational model 
nizing them? Surely, _ _ 

solely for the purpose of recog- 
this does not imply that com- 

putational models need to be developed for every con- 
ceivable object (books, trees, houses, etc.). Such an 
approach would undermine the foundations of the well 
established field of general object recognition which ad- 
vocates the development of general purpose computa- 
tional models that can be used too recognize a whole 
class of objects. 

There is ample evidence gathered from research in 
perceptual development of infants that huma.n beings 
do treat faces as “special” objects. The expertise of 
infants in the task of face recognition points to the pos- 
sible existence of a special face processing mechanism 
in the human brain. Therefore, developing a compu- 
tational model to do the same becomes an important 
problem within the purview of AI. After all, the field of 
AT deals with building programs for tasks of cognition 
performed by humans. In some sense, face recognition 
is as much a member of the family of AI problems as, 
say the problem of Natural Language Understanding, 
if not more so, because face perception is one of the 
first cognitive tasks that humans perform. 

Most of the computer vision research in the area 
of faces thus far, has focused on “identifying” a well- 
framed face when given a pre-stored set of labeled 
faces. The task of “locating” a generic human face in 
a cluttered background has been relatively unexplored 
[Govindaraju et ad., 19901. The few references to face 
location [Baron, 1979, Lambert, 19871 are limited to 
cases where the background is benign and there is a 
single face in the scene. 

Newspaper photographs have been chosen to serve 
as a test bed for the computational model. The 
choice is motivated by several reasons. Newspaper 
photographs provide a rich source of photographs of 
people. Since, the backgrounds are usually natural 
and cluttered, they truly represent the real life situ- 
ation, unlike photographs taken in laboratory simu- 
lated conditions [Lambert, 19871. Moreover, the rules 
of photo-journalism can be used to advantage as they 
impose certain constraints on the types of photographs 
which can appear in newspapers [Arnold, 19691. Faces 
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identified by the caption are clearly depicted without 
occlusion and usually contrast well against the back- 
ground. Information derived from the accompanying 
caption can aid the processing of the photograph. For 
instance, the caption gives a clue to the number of 
people in the photograph along with their spatial ar- 
rangement [Srihari, 19911. 

This paper discusses the cognitive and computa- 
tional aspects of a system that can locate faces in news- 
paper photographs. The system successfully located 
all the faces mentioned in the caption in 44 of the 60 
newspaper photographs (73%) it was tested on. 

Input to the face Zocatin.g system is a digitized news- 
paper photograph (Figure la). A hypothesis generate 
and test paradigm has been adopted to process the 
photograph and output the locations of the faces (Fig- 
ure 111). Figures la to If show the various stages in 
the hypothesis generation phase. Moment based filters 
are used to reject obvious non-faces (Figure lg). The 
caption of the photograph: “Bernard and Mai Bar- 
low with her daughter Nguyen Thi Ngoc Linh in Linh 
in Leominister Massachusetts”, tells the system that 
there are three people in the photograph. Heuristic 
rules are used to verify three of the four hypothesized 
candidates (Figure lh) [Srihari, 19911. The details per- 
taining to the implementation of the image processing 
routines have been published by the authors elsewhere 
[Govindaraju et al., 19901. 

Face specificity 
The evidence supporting the importance of face per- 
ception to humans is examined in order to establish 
face location by computers as an important AI prob- 
lem. 

To quote [Davies et al., 19811: “No other object in 
the visual world is quite so important to us as the hu- 
man face. Not only does it establish a person’s iden- 
tity, but also, through its paramount role in commu- 
nication, it commands our immediate attention.” Our 
ability to perceive and identify faces is so unusually 
good that it appears that we must have evolved a spe- 
cial face processing mechanism. [Davies et al., 19811 
argue that not only is the face recognition mechanism 
innate, a particular area in the brain is specially de- 
signed to handle ima.ges of faces. Their experiments 
indicate that faces can be quickly processed and later 
recalled despite small transformations, even after long 
intervals of time. [Yin, 19691 has demonstrated that 
inverting faces affects their recognition to a greater ex- 
tent than inverting other mono-oriented stimulus. He 
concludes that the peculiar behavior of perception with 
respect, to faces somehow implies that they are treated 
specially. 

[Perett et al., 19791 report evidence for the presence 
of cells in the temporal lobe of the rhesus monkey that 
responds only to facial images. Around the same time, 
[Rosenfield and Hoesen, 19791 suggested that even in a 
comparatively lower level of primate development there 

is a capacity to abstract the essential characteristics of 
a face. 

How our facility for storing and processing faces 
evolved is not exactly known. Obviously, accurate 
recognition of the other members of the same species 
is important for any animal that lives in social groups 
[Ellis, 19811. F or many species, olfactory identification 
is an important means of classifying group members 
from strangers and high dominance from low domi- 
nance animals. The higher primates, however appear 
to rely more on vision to make such classification. Al- 
though, face is by no means the only clue to identity, its 
involvement in emotional expression probably means 
that the face provides an important indication of indi- 
viduality. 

Cognitive perspective 
In the process of designing computational algorithms 
for the purpose of recognizing visual objects, one is 
confronted with the question of whether to pick feature 
A or feature B? Is it wise to look for eyes in order to 
recognize faces or is it more appropriate to look for 
oval blobs corresponding to the shape of an entire face? 
Typically, most sequential vision algorithms reduce the 
image data at every stage, as they move towards more 
symbolic representations. Hence, the question of which 
features should be used first, is vital to a computational 
model. We address such questions pertaining to the 
feature selection process from a cognitive perspective. 

Our approach is to take clues from the chronolog- 
ical sequence in which various features are used by 
humans in the process of attaining a fully matured 
faculty of face recognition. The perceptual abilities 
of a one-month old, for instance, are less developed 
than the abilities of a four-month old. Assuming that 
natural growth favors the development of the abilities 
to detect the more essential features first, a study of 
the progress of infant’s visual abilities before achiev- 
ing complete maturity, can be used to categorize the 
features in terms of their importance. 

Infant perception 
Experiments with the perceptual ability of infants is 
based on two part,icular patterns observed in their be- 
havior. First, if an infant does look at one stimuli more 
than the other, it can be concluded that the infant can 
tell the difference between the two stimuli. Secondly, if 
the infants are given a choice between familiar stimuli 
and a novel one, they prefer the novel stimuli. The 
infant habituates to the familiar stimuli by looking at 
it less and less. So, if stimuli A is presented repeatedly 
to the infant and after habituation, if stimuli B is pre- 
sented, the infant would look at B for a longer time if 
it can tell the difference between A and B. However, 
if the infant cannot tell the difference, it will continue 
to habituate on stimulus B. Following are some exper- 
imental inferences gathered from a review of literature 
in child psychology. 

Govindaraju, Srihari, and Sher 351 



(4 (f) 

Figure 1: Face locators: (a) Newspaper photograph, (b) Edge image, (c) Spurious edges are filtered, fragmented pieces 
are linked and contours are segmented at corners, (d) Feature curves matched with model, (e) Face location hypothesis, 
(f) Gray level data extracted from hypothesized regions, (g) Filters reject some false candidates, (h) Caption and heuristic 
rules are used to select true candidates. 

(d 0-4 
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A one-month old child just begins to perceive dif- 
ferences in contrast. [Caron et a/., ] report that the 
edges of the face and the hair-line are the first fea- 
tures encoded by an infant. 

[Fantz, 1966, Stechler, 19641 claim that two-month 
old infants prefer a human face to any other stimu- 
lus. At about this age, their contrast sensitivity im- 
proves and they begin to fixate upon their mother’s 
eyes. 

A three- 
month old child is able to perceive finer details of 
facial expressions [Maurer and Salapatek, 19761. 

A four-month old child can distinguish proper ar- 
rangement of facial features from a scrambled face. 
[McCall and Kagan, 19671 also conclude that at this 
age the whole configuration of the face is encoded by 
the infant. 

[Davies eZ al., 19811 state that the emphasis of the 
infant’s fixation is first on the upper part of the face 
and later on the lower part. 

From cognition to computation 
In designing the recognition algorithms, several ap- 
proaches are plausible. One could work with gray- 
scale data, or edge-image data. Line drawings have 
the advantage of reducing the amount of data drasti- 
cally at the cost of some loss of information. Humans 
are good at interpreting line drawings suggesting that 
the shape information of an object is adequately cap- 
tured by this transformation [Marr, 19821. Moreover, 
the discussion above indicates that perhaps the first 
feature encoded by an infant is the edges of the face. 
Therefore, cognitive principles dictate that a face lo- 
cating system should choose the edges of the shape of 
a face as the primary feature. Since infants encode 
eyes and other face-specific features later, a computa- 
tional model can use these features after the the shape 
of faces is recognized. 

An AI methodology that accommodates the strategy 
of using different features at different stages is the Gen- 
erate and Test paradigm. A gray-scale image can be 
converted to an edge-image which captures the shapes 
of all the objects by an edge-detector (Figure lb). The 
hypothesis generation phase processes the edge data to 
find instances of matches between the edges and a pre- 
stored model (Figure 2). A number of false matches 
can occur in cluttered images, when edges spuriously 
align to match the shape of a face. The output of 
the generation phase is a set of candidates which mark 
locations in the image as plausible faces (Figure le). 
Since the hypothesis verification phase only examines 
the candidates returned by the generation phase, it is 
critical that the generation phase not miss any face, 
while allowing for false candidates. According to this 
criterion, features based on the edges are ideally suited. 

The verification phase examines the gray-level data 
within the hypothesized locations (Figure If) and 

searches for eyes. Presence of regions correspond- 
ing to eyes is confirmed by evaluating the spa- 
tial relations between pairs of dark regions in the 
hypothesized locations and the corresponding edges 
[Govindaraju et al., 19901. Once again, examining the 
configuration of facial features is aptly a postprocess- 
ing operation if one adheres to the chronology followed 
by infants. 

Developing a computational model based on cogni- 
tive principles does not necessarily guarantee an ef- 
ficient and accurate recognit#ion system. The human 
brain might be having access to hardware which mod- 
ern computers do not. However, our own analysis and 
experiments, indicate that at least in the task of face 
perception, efficiency and accuracy are not compro- 
mised by the cognitive approach. In fact, face lo- 
cating systems which are not cognitively motivated 
[Baron, 1979, Lambert, 19871 have been proven suc- 
cessful only in a limited domain of photographs where 
there is a single person featuring in plain background. 
Most of these methods use “eyes” as the primary fea- 
ture. Since eyes occupy a very small area in a photo- 
gra,ph, it is difficult to accurately locate them. How- 
ever, in a cognitive approach, eyes are searched for 
in small hypothesized regions during the verification 
phase, making the task more amenable. 

The criteria for selection of shape features has 
been extensively studied in computer vision literature 
[Marr, 19821. Features with small spatial extent are 
unreliable to compute (e.g., extracting eyes from gray- 
scale photographs). On the other hand, features with 
large spatial extent are sensitive to partial occlusion 
but easy to extract. 

Model of a generic face 

A generic face model is defined in terms of features 
based on the edges of the front view of a face (Fig- 
ure 2). Since, most newspaper photographs carry 
front view of faces of people mentioned by the cap- 
tion [Arnold, 19691, such a restriction is admissible for 
our purpose. However, our system can also handle side 
views of faces as the shape of the side view of a face 
is roughly the same as the front view. Hence the main 
constraint imposed by our system is that the people’s 
faces should be the primary subject of the photograph, 
implying that the faces must be in the focus of the 
camera. L, %,R correspond to the left side, the right 
side and the front view of a face. The chin-curve is not 
used because the chin rarely shows up in the edge-data. 
Furthermore, since the lower parts of a face are per- 
ceptually less significant [Davies et a/., 19811, ignoring 
the chin curve is cognitively justified. Anthropometric 
literature recommends the use of the golden ratio when 
generating an ideal face [Farkas and Munro, 19871. We 
define the relative sizes of features in terms of a ratio 
(golden ratio) thus ensuring scale independence of our 
methodology. 
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Figure 2: Feature curves: obtained from the generic shape of a human face. 

System implementation 
Implementation of the various modules of the hypoth- 
esis generation phase is briefly described in this sec- 
tion. Details of the implementation have been pub- 
lished in [Govindaraju et al., 19901. The system has 
three modules. The feature extraction module detects 
all instances of feature curves. The feature represen- 
tation module describes the scheme adopted for rep- 
resenting each feature curve. The feature matching 
module identifies groups of labeled features that can 
belong to a face. 

Feature extraction 

A string of image processing operations are applied to 
extract the features. The Marr-Hildreth operator is 
applied to obtain the edge image. A thinning algo- 
rithm is used to obtain a skeleton (structure) of the 
image. Contours provided by edge-detecting programs 
are often fragmented (Fig. lb). We have developed a 
method of linking neighboring contours based on their 
proximity and the consistency in their directions (Fig- 
ure lc). The corners in the contours are found by ob- 
taining the second derivatives. The corner points are 
used to segment contours into feature curves (Figure 
lc). 

Feature representation 
A feature curve is represented by a 4-tuple 
{A%,Q, .A, t} and labeled as one of {C,R,B). Let A 
and R be the end points of a feature curve; A and B 
can each be a terminal point of a contour or a corner 
point. A% is a vector corresponding to the chord of 
the curve; 0 is the angle made by A$ and the hori- 
zontal; ! is the length of the curve in pixels; 4 is the 
area enclosed by the curve and the chord in pixels. If 
0 21 O” the curve is labeled as ?-t; if 0 25 90’ the curve 
is labeled as C or R. The direction of concavity of the 
curve determines whether it corresponds to the left- 
side (,G) or right-side (R) of the face (Figure 2). If the 
label of a. feature curve cannot be conclusively deter- 
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mined (X), the labels of adjacent feature curves are 
used to constrain its label. One such constraining rule 
is illustrated in Figure 3. 

Feature matching 

Extracted features are matched against the model 
using a mathematical framework of templates and 
springs [Fischler and Elschlager, 19731. The templates 
are rigid and correspond to labeled feature curves while 
the springs capture the spatial relations between the 
templates. The springs “pull” and “push” to align the 
image features with the model. The work done in the 
alignment process gives a measure of the “goodness” 
of the match. 

Experiments and evaluation 

The system takes an observation (edges, geometry of 
features etc.) of the sensory events (pixels in a small 
area of the image, whose size depends on the expected 
size of a face) and makes a decision whether the area 
contains only random activity (noise) or signal (a face) 
as well. The system can decide a face when a face is 
actually present (hit); it can decide noise when a face 
is actually present (miss); it can decide a face when no 
face is present (false alarm); and it can decide noise 
when when no face is present (correct rejection). To 
avoid subjectivity, we consider all faces mentioned by 
the caption as identifiable. We record a “hit” if the 
position of the face is marked by a box which at least 
encloses the eyes of the face but is no larger than twice 
the area of the face. 

If we consider the unit of evaluation as an entire 
picture and let n be the number of faces, we can define 
the measures of performance in the following way. 

Performance 
SU : Success All identifiable faces are ‘hit’ 
PS : Partial Success At least half the faces are ‘hit’ 
ER : Error Less than half the faces are ‘hit’ 



Rule i H H 

if a feature contour of unknown label (X) is vertical (0 M 90’) and 

is connected to a feature contour labeled H above it 

then label X - L if X is to the left of H and label X E R otherwise 

Figure 3: Typical rules from the feature labeling rule based system. 

The system was trained on a set of 20 pictures where 
training-constitutes tuning the various program param- 
eters. The system was tested on a set of 60 newspaper 
photographs 2. During the testing phase none of the 
parameters were altered. Out of 60 test pictures, the 
system located all the faces featuring in 44 of the pic- 
tures (SU: 73%); the system failed to locate at least 
half the identifiable faces in 12 pictures (ER: 20%). 
There were 90 faces distributed among the 60 test pic- 
tures. The system located 68 of the those faces (76%). 
On average, approximately two false alarms were gen- 
erated per picture and approximately 1 false alarm per 
face. If a picture had a single face, our system success- 
fully located the only face 83% of the time. 
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