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Abstract 

We explore techniques for maintaining consistency in 
reasoning when employing dynamic hierarchical task 
decompositions. In particular, we consider the diffi- 
culty of maintaining consistency when an agent non- 
monotonically modifies an assumption in one level of 
the task hierarchy and that assumption depends upon 
potentially dynamic assertions higher in the hierarchy. 
The hypothesis of our work is that reasoning mainte- 
nance can be extended to hierarchical systems such 
that consistency is maintained across all levels of the 
hierarchy. We introduce two novel extensions to stan- 
dard reason mamtenance approaches, assumptzon jus- 
tification and dynamac hierarchical justification, both 
of which provide the necessary capabilities. The key 
difference between the two methods is whether a par- 
ticular assumption (assumption justification) or an en- 
tire level of the hierarchy (dynamic hierarchical justi- 
fication) is disabled when an inconsistency is found. 
Our investigations suggest that dynamic hierarchical 
justification has advantages over assumption justifica- 
tion, especially when the task decomposition is well- 
constructed. Agents using dynamic hierarchical jus- 
tification also compare favorably to agents using less 
complete methods for reasoning consistency, improv- 
ing the reactivity of hierarchical architectures while 
eliminating the need for knowledge that otherwise 
would be required to maintain reasoning consistency. 

Introduction 
A rational agent makes decisions to select actions that 
lead to the achievement of its goals given the current 
situation. For many tasks, these decisions can be sim- 
plified by dynamically decomposing the task into sub- 
tasks. Subtasks are further decomposed until the agent 
selects among primitive operators that perform actions 
in the world. The decomposition localizes knowledge 
and supports the sharing of subtasks, greatly simplify- 
ing the construction of the intelligent agent. Such hi- 
erarchical decomposition has been used in many agent 
architectures (Firby 1987; Georgeff & Lansky 1987; 
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Laird, Newell, & Rosenbloom 1987) for execution tasks 
in complex, dynamic environments. 

For example, TacAir-Soar (Tambe et al. 1995), 
which has been successfully used to simulate human pi- 
lots in large-scale distributed simulations, has over 450 
tasks and subtasks in hierarchies that can grow to over 
10 levels. Figure 1 shows how the task of intercepting 
an enemy plane is decomposed until a relatively sim- 
ple decision can be made to turn the aircraft. Without 
the task decomposition, significantly more knowledge 
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in a vast number of particular task situations because 
the knowledge could not be localized to the subtasks 
and thus shared across many tasks. 

In this work, we investigate the effect dynamic hier- 
archical task decompositions have upon the ability of 
an agent to maintain consistency in reasoning across 
hierarchy levels. In particular, we consider the incon- 
sistency that can result when an agent needs to assert 
and possibly change a hypothetical assumption in one 
level of the hierarchy and that assumption also depends 
upon previously asserted knowledge higher in the hi- 
erarchy. If consistency is not maintained, reasoning in 
the subtasks can become unsituated, so that a subtask 
attempts to solve a problem that is no longer relevant 
to the current situation. Current hierarchical archi- 
tectures do not automatically support fully dynamic 
“cross-level” reason maintenance and thus must rely 
upon programmer-developed consistency maintenance 
knowledge. This additional knowledge increases the ef- 
fort to build the agent and the computation required 
to perform its reasoning. 

We begin by reviewing reason maintenance methods 
in non-hierarchical systems and the challenges of ex- 

Escort friendly planes 
Tn+m.nnm.+ nrrrrmrr ,l,,,/.-,\ nlLJ~LLr;pb OAlGuLy pxl.u~~D, 

Attack (defensive) 
Achieve proximity 

Turn to heading 

Figure 1: Decomposition of behavior into subtasks. 
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Figure 2: An simple, non-hierarchical agent. 

tending them to hierarchical systems. After examining 
a number of previous approaches and their limitations, 
we introduce two novel extensions to standard reason 
maintenance approaches: assumption justification and 
dynamic hierarchical justification. We analyze these 
methods and argue that dynamic hierarchical justifica- 
tion provides a better soiution for dynamic tasks when 
good task decompositions are available. Using a re- 
search version of TacAir-Soar, we empirically compare 
the performance and knowledge requirements of an 
agent with dynamic hierarchical justification to agents 
with more limited reason maintenance techniques. 

Reasoning Consistency in 
Non-Hierarchical Systems 

In non-hierarchical agents, illustrated in Figure 2, 
an inference engine and truth maintenance sys- .~~ ~... ,- 
tern (TMS) (Doyle 1979; Forbus & deKleer 1993) work 
together to ensure reasoning consistency. Using do- 
main (task) knowledge, the inference engine creates 
assumptions. An assumption is simply a fact that the 
inference engine wants to treat as being true in the 
world, even though such a belief is not necessarily en- 
tailed by the current state. The agent then enables the 
assumption, informing the TMS that it should treat 
the assumption as held belief. In order to maintain 
reasoning consistency, domain knowledge must be for- 
mulated such that no enabled assumptions are contra- 
dirtory. -.-A-- 

The inference engine also uses its domain knowl- 
edge and assumptions to make additional, monotonic 
inferences, or entailments. Entailments differ from 
assumptions because they are justified by prior as- 
sertions (assumptions and entailments). The infer- 
ence engine communicates justifications to the TMS. 
The agent continues making inferences and may non- 
monotonically change its assumptions. The TMS rec- 
ognizes when an entailment is no longer justified, and 
the entailment is removed from the set of currently be- 
lieved facts. Thus, the agent relies on the truth main- 
tenance system to maintain the consistency of entaii- 
mentsl while the inference system uses task knowledge 
to ensure consistency among unjustified assumptions. 

‘This capability is only one of several for which truth 

Figure 3: A hierarchical agent. 

Reasoning Consistency in 
Hierarchical Systems 

This basic reason maintenance scheme can present dif- 
ficulty in a hierarchical system, such as the one il- 
lustrated in Figure 3. In such an agent, the infer- 
ence engine and ‘TMS are chiefly identicai to the non- 
hierarchical agent. For convenience, the specific ac- 
tions of the inference engine and TMS are represented 
only with the arcs of solid, arrowed lines, although the 
functions are the same as in Figure 2. 

When a subtask is attempted, a new level is created 
that will contain assumptions and entailments local to 
the subtask. Figure 3 includes a new component, “hi- 
erarchy maintenance,” that is responsible for creating 
and retracting levels when subtasks are invoked and 
terminated. Hierarchy maintenance is represented in 
tha ,i iam-am hv tha fin nf rlnttml nrrmxrml linea Tmnln- “I&U U’W,y WILL UJ “ll.., Au,LL “L U”“YYU) cmL&” I. vu AALAVY. Au’y&LU 

mentations differ as to whether the maintenance is me- 
diated by domain knowledge, TMS-like mechanisms, or 
other agent processes. 

Within a specific level, reason maintenance can go on 
as before. However, the hierarchical structure adds a 
significant complication to the creation of assumptions. 
Assumptions in a flat system are not dependent on 
other assertions. However, in a hierarchical system, the 
assumptions at one level can be dependent on higher 
levels of the hierarchy. This dependence is shown in 
Figure 3 by the solid, arrowed lines extending from 
one level to the assumptions of the next level. 

Changes in higher levels may invalidate the assump- 
tions of lower levels. Further, for agents embedded in 
dynamic, exogenous domains, one expects the context 
to be changing almost continuously. The changing con- 
text is not problematic for entailments because TMS 
will retract any entailment not justified in the new con- 
text. However, the assumptions of one level must be 
managed to ensure that they are consistent with the 
current situation as defined by the assumptions, en- 
tailments, and sensor data of higher levels. If they are 
ollnnrd t-n nnraiat inclnnnnrlnnt nf rnntcwt rhanmna thn caII”““U.2 “V yu’“‘Yv “uAu~‘u’~uu~w “A Y”LL”Y,.” “‘L~cmL~(jY”, “I&L. 
reasoning in a subtask can become irrelevant to the 
actual tasks being pursued. 

maintenance systems are employed. 
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Figure 4: Trace of behavior leading to intercept tactic. 

For example, consider a TacAir-Soar agent that is in- 
tercepting a group of enemy planes. For interception, 
we assume that there are three tactics, one of which the 
agent will pursue. The first tactic (scare) is to engage 
and attempt to scare away the enemy planes without 
using deadly force. This tactic is selected independent 
of the number of planes when the rules of engagement 
specify that deadly force should not be used. The sec- 
ond tactic (offensive attack) can be used when deadly 
force is allowed. It is appropriate when friendly planes 
outnumber or equal enemy planes. The third tactic 
(defensive attack) is used when enemy planes outnum- 
ber friendly planes and deadly force is permitted. 

Now assume a specific scenario in which deadly force 
is permitted and the agent has decided to intercept. 
Figure 4 shows the resulting subtasks. The agent 
must count the relevant enemy and friendly planes. 
We assume that determining a plane’s “side” and its 
rplpvancp to the coupbt is s~~~~c~&lv rnmnler t.h& en- .J -----I----- 
tailment of the count is not possible. Thus, counting 
is necessarily non-monotonic, because a count must be 
replaced when incremented. We assume the agent de- 
termines that enemy planes outnumber friendly ones 
and the agent then selects defensive attack, leading 
to further decomposition. 

Given this scenario, what happens if an enemy plane 
suddenly turns to flee, thus reducing the actual count 
of relevant enemy planes by one? The count main- 
tained by the agent is now invalid but standard TMS 
reasoning is insufficient to retract the count, because it 
is an assumption, not an entailment. If the actual num- 
ber of enemy and friendly planes is now equal, then the 
agent should switch its tactic to offensive attack. Con- 
tinuing the defensive attack is not consistent with the 
agent’s knowledge. Thus the agent needs to recognize 
the inconsistency and remove the existing count. 

Previous Solutions 

How can an agent accommodate unjustified assump- 
tions while also ensuring consistent behavior with re- 
spect to its environment? -We review three approaches. 

‘This task could be decomposed many different ways. 
We chose this specific decomposition to illustrate issues in 
reasoning maintenance. 
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Knowledge-based Assumption Consistency 
An agent with a flat representation requires domain 
knowledge to ensure that its assumptions remain con- 
sistent. The same approach can be used to ensure rea- 
soning consistency in a hierarchical agent by formulat- 
ing explicit domain knowledge that recognizes poten- 
tial inconsistencies and responds by removing assump- 
tions. We call this approach knowledge-based assump- 
tion consistency (KBAC). With KBAC, a knowledge 
engineer must not only specify the conditions under 
which an assumption is asserted but also all the con- 
ditions under which it must be removed. In the in- 
terception example, the agent requires knowledge that 
disables all assumptions that depend upon the num- 
ber of enemy airplanes when the enemy plane flees. 
To be complete, an agent must have knowledge of the 
potential dependencies between assumptions in a lo- 
cal level and any higher levels in the hierarchy. Thus, 
Al-l- l-.-~--.l~~-- .__. --I ‘L-.----X l----l- A - - ..--..,A Al-- 
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complexity necessary to represent all the dependencies 
explicitly in the domain knowledge can greatly lessen 
the advantages of hierarchical task decompositions 

Limiting Assumptions 
Another possibility is to limit the use of assumptions 
such that only monotonic assumptions are created in 
subtasks. In this case, regular truth maintenance can 
provide reasoning consistency in hierarchical architec- 
tures. Theo (Mitchell et aE. 1991) is an extreme ex- 
-.--.&l- -I Llef7 ^_.. ..^_ -L ---I--..- -11 ..__ _-.-I.-- :_ J-..!-.--l 
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from the entailments of sensors. The drawback of this 
approach is that assumptions cannot be deliberately 
modified within subtasks. An assumption (e.g., one of 
the counts in the TacAir-Soar example) can be depen- 
dent on an earlier assumption within the level that was 
deliberately removed (the prior count). The new count 
should not be removed just because the earlier count 
was removed to make way for it. Non-monotonic as- 
sumptions are still possible in the initial level of the hi- 
erarchy. However, assumption consistency knowledge 
is necessary to maintain consistency among these as- 
sumptions, as in KBAC. 

Fixed Hierarchical Justification 
An alternative approach is to concentrate on ensur- 
ing that the reasons for initiating a level are still valid 
throughout the execution of the subtask, as illustrated 
in Figure 5. When each new level of the hierarchy is 
created, the architecture identifies assertions at each 
of the higher levels in the hierarchy that led to the 
creation of the new level. These assertions together 
form what we will call a “subtask support set” (or just 
“support set”). In Figure 5, assertions ~14, ar5, er4, 
and erg are the support set for Levelz’while ~2, ~22, 
es2 “support” Levels. These support sets, in effect, 
form justifications for levels in the hierarchy. When 
an assertion in a support set is removed (e.g., azz), 
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Figure 5: Fixed Hierarchical Justification 

the agent responds by removing the level. Architec- 
tures such as PRS (Georgeff & Lansky 1987) and Soar 
(Laird, Newell, & Rosenbloom 1987) use architectural 
mechanisms to retract complete levels of the hierarchy 
when the support set no longer holds. 

A significant disadvantage of the support set is that 
it is fixed, computed when the subtask is initiated but 
not updated as problem solving progresses. In Fig- 
ure 5, suppose that assumption us4 depends upon as- 
sumptions a22 and a21 (represented in the figure by 
the dotted, arrowed lines). The support set does not 
include a21 (a21 may not have even been present when 
Levels was created.) Thus, approaches using fixed hi- 
erarchical justification (FHJ) either limit the subtask 
to testing only those aspects of the world used to ini- 
tiate the subtask, or they require knowledge-based as- 
sumption consistency for assumptions in the subtask. 
The first method is insufficient in the TacAir-Soar ex- 
ample when there is a change in the number of enemy 
planes, which was not a precondition of deciding to 
intercept. Unfortunately, when a local assumption de- 
pends upon an assertion not in the support set, then 
a change in that assertion will not directly lead to the 
retraction of the assumption or the level. Fixed hier- 
archical justification does require less explicit reason- 
ing consistency knowledge than the previous solutions 
but still requires it if access to the whole task hier- 
archy is possible (as it is in Soar). In either case, the 
agent’s ability to make subtask-specific reactions to un- 
expected changes in the environment is limited by the 
knowledge designer’s ability to anticipate and explic- 
itly encode the consequences of those changes. 

New Approaches for Reasoning 
Consistency in Hierarchical Systems 

All the previous solutions required additional cross- 
level assumption consistency knowledge, provided by 
a programmer. We  now present two new solutions 

for reasoning maintenance in hierarchical systems that 
will require no additional cross-level assumption con- 
sistency knowledge, allow locally unjustified, non- 
monotonic assumptions, and architecturally resolve 
potential inconsistencies. Both solutions assume that 
the agent can compute the higher level dependencies of 
every assumption in a subtask, requiring that the in- 
ference engine record every variable test made during 
the course of processing. In Soar, these calculations are 
available from its production rule matcher. However, 
these calculations may not be supported in other ar- 
chitectures, requiring modifications to the underlying 
inference engine. 

Although we will explore these solutions in some 
depth, they represent only two points in the space of all 
possible solutions. Other approaches (including com- 
binations of the new approaches) could be investigated 
as well. We  were led to the first approach, assumption 
justification, by a desire for fine-grain reasoning main- 
tenance where each assumption could be individually 
maintained or retracted as appropriate. We  were led 
to the second approach when empirical (and belated 
theoretical) analysis suggested that fine-grain mainte- 
nance came at a significant computational overhead, 
and when we observed the structure of problem solv- 
ing for wel l-decomposed tasks. 

Assumption Justification 
Assumption justification treats each assumption in the 
hierarchy as if it were an entailment with respect to as- 
sertions higher in the hierarchy. Locally, the assump- 
tion is handled exactly like an assumption in a flat 
system. However, each assumption is justified with re- 
spect to dependent assertions in higher levels. When 
this justification is no longer supported, the architec- 
ture retracts the assumption. For example, assumption 
a34 in Figure 5 depends upon a22 and a21. We  assume 
that ass remains a member of the fixed support set of 
Levels. Thus, if ass is retracted, Levels (and thus ~34) 
is removed, as in fixed hierarchical justification. How- 
ever, now when as4 is created, a justification for the 
assumption is built containing ass and asi. If asi is re- 
tracted, the justification for as4 is no longer supported 
and as4 is retracted. Reasoning consistency is main- 
tained across hierarchy levels because the assumption 
never persists longer than any higher level assertion 
used in its creation. 

Creating assumption justifications requires comput- 
ing dependencies for each assumption. The justifica- 
tion procedure must examine all the local assertions 
that contributed to the situation in which the assump- 
tion was created because assumption dependencies can 
be indirect. For example, the count in the TacAir-Soar 
example is dependent upon the previous count, so the 
dependencies of the prior count must be included in 
the dependency of the new count. 

A complication arises when an assumption non- 
monotonically replaces another assumption. The ini- 
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Figure 6: A non-monotonic assumption. 

tial assumption must be disabled, rather than perma- 
nently deleted from memory, because this assumption 
must be restored if the second assumption is retracted. 
In Soar, this requires that an assumption be removed 
from the agent’s primary or “working” memory but 
retained in a secondary memory. For example, in Fig- 
ure 6, when E is asserted, 2 is asserted in the local 
level, replacing 1. If E is removed, assumption justi- 
fication will retract 2, as desired, but it must also re- 
enable 1, adding it back to the agent’s working mem- 
ory. Thus assumption 1 must remain in memory, al- 
though disabled. More concretely, consider again the 
TacAir-Soar example. When the enemy plane departs, 
the current count is retracted. However, the previ- 
ous count must be re-enabled, because each iteration 
of the count non-monotonically replaced the previous 
one. For the prior count to be immediately available, 
the agent must store this prior assumption in memory. 
Assumption justification thus requires the storage of 
every subtask assumption during the subtask. 

Figure 7 illustrates a second difficult problem. An 
assumption can have multiple dependency sets and 
these sets can change as problem solving progresses. 
Assumption 1 is initially dependent upon assertions A, 
B, and C in higher levels. Now assume that later in the 
processing, A is removed, which normally would result 
in the retraction of 1. However, in the meantime, the 
context has changed such that 1 is now also justified 
by {C, D, E}. Now when A is removed, the architec- 
ture cannot immediate retract 1 but must determine 
if 1 is justified from other sources. Thus, as problem 
solving progresses within a level, new justifications of 
the local assumptions must be recognized and created 
as they occur. 

The worst case complexity of creating a single as- 
sumption justification is O(n), or linear in the number 
of assertions, n, in the level. Due to the issue we illus- 
trated in Figure 6, n is bound not by the number of “ac- 
tive” assertions but by the total number of assertions 
made while the subtask is asserted. The worst case 
cost for building all the justifications in a particular 
level is 0(n2), because the number of assumptions in 
a level is bounded by the number of assertions. Thus, 
the longer a particular subtask is active, the more likely 
assumption justification will begin to severely impact 
overall performance due to its complexity. 

Further, when we added assumption justification to 

Figure 7: Multiple assumption justifications. 

Soar, and tested it in Air-Soar (Pearson et al. 1993), 
a flight simulator domain, the overhead of maintaining 
all prior assumptions in a level negatively impacted 
agent performance. In this domain, assumption jus- 
tification had significant computational cost, requir- 
ing 50% more time than the original for the same 
task. In addition, the number of assumption justifi- 
cations maintained within a level continued to grow 
during execution. In Air-Soar, some levels could per- 
sist for many minutes as the plane performed a ma- 
neuver, leading to a continual increase in the amount 
of memory required. This experience, along with tests 
on simpler tasks, led us to consider other alternatives 
that had the potential of being computationally more 
efficient, in both time and memory. 

Dynamic Hierarchical Justification 
Our second solution provides a coarser-grain mainte- 
nance of assumptions in a level, finessing some of the 
complexities of assumption justification. Instead of 
maintaining support information for each individual 
assumption, our second solution maintains support in- 
formation for the complete level. This decreases the 
complexity and memory requirements for the support 
calculations, but means that the complete level is re- 
tracted when any dependent assertion is removed, just 
as with fixed hierarchical justification. We call this 
solution dynamic hierarchical justification (DHJ), be- 
cause the support set grows dynamically as assump- 
tions are made for the subtask. When as4 in Figure 5 
is created in a DHJ agent, the support set for LeveE3 
is updated to include ~21. Assumption us2 is already 
a member of the support set and does not need to be 
added again. When any member of the support set 
for Levels changes, the entire level will be retracted. 
Thus reasoning consistency under DHJ is enforced be- 
cause a level in the hierarchy persists only as long as 
all higher-level dependent assertions. 

Whenever a new assumption is created, the depen- 
dencies are determined as for assumption justification 
but are added now to the support set for the local 
level. As before, the worst case complexity to com- 
pute the dependencies is linear in the number of as- 
sertions already in the level. However, unlike assump- 
tion justification, DHJ requires at most one inspection 
of any individual assertion, because the dependencies 
of previously-inspected assertions already have been 
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(b) 

Figure 8: Examples of (a) independent dependencies 
and (b) intersecting assumption dependencies. 

added to the subtask’s support set. Thus, the worst 
case cost of computing the dependencies over all the 
assumptions in a level with DHJ remains 0(n). 

DHJ is not impacted by the two technical problems 
we outlined for assumption justification. DHJ never 
needs to restore a previous assumption because when 
a dependency changes, the entire level is retracted. 
Thus, DHJ can immediately delete from memory non- 
monotonically replaced assumptions. Secondly, DHJ 
collects all dependencies for assumptions, so there is 
no need to switch from one justification to another. 
In Figure 7, dependencies A, B, C, D, and E are 
all added to the support set. These simplifications 
can make the support set overly specific but reduce 
the memory and computation overhead incurred by as- 
sumption justification. 

In DHJ, significant parts of a previous subtask will 
sometimes need to be re-derived if the retraction af- 
fected only a small part of the subtask assertions. In 
the TacAir-Soar agent, for example, if the enemy plane 
fled as we described, DHJ would retract the entire level 
associated with the counting subtask. The count would 
then need to be re-started from the beginning. As- 
sumption justification, on the other hand, would re- 
tract only those assumptions that depended upon the 
presence of the departed plane. In the best case, if 
this plane was counted last, only the final count would 
need to be retracted, and no new counting would be 
necessary. The cost incurred through the regeneration 
of previously-derived assertions is the primary draw- 
back of dynamic hierarchical justification. An initial 
implementation in Soar of DHJ in a blocks world do- 
main suggested that DHJ cost little in performance or 
memory overhead, and did not suffer severe regenera- 
tions. We will present the results of applying DHJ to 
a more complex domain later in the discussion. 

Influence of the Task Decomposition Empirical Analysis using TacAir-Soar 
Given the individual drawbacks of each of our solu- Based on our analysis and preliminary implementa- 
tions, can we chose one over another? Consider the tions, we decided to further investigate DHJ by test- 
examples in Figure 8. In (a), assumptions 1 and 2 ing it in a complex, dynamic agent domain, a re- 
each depend upon orthogonal sets of assertions. With search version of TacAir-Soar, called “micro-TacAir- 
assumption justification, removal of any assertion in Soar” (PTAS for short). ,uTAS agents use the TacAir- 
l’s justification will result in the retraction of 1; 2 is Soar simulator and interface but cannot fly the com- 
unchanged. Thus, assumption justification supports plete range of missions available in the full system. 

dependency-directed backtracking (Stallman & Suss- 
man 1977) at the level of individual assumptions. On 
the other hand, with DHJ, the entire level is removed in 
this situation because all the dependent assertions are 
collected in the support set for the level. Further, if the 
same level is reinstated, assumption 2 may need to be 
regenerated as we described above. Thus, DHJ leads 
to a much coarser dependency-directed backtracking, 
with the grain size of a subtask. 

I,, :/’ 
‘, ( ,:,,i 

In Figure 8 (b), the dependencies of assumptions 1 
and 2 have a large intersection. If assertions B, C, 
or D change, then all the local assertions will be re- 
tracted, if we assume that everything in the local level 
is derived from 1 or 2. In this situation, assumption 
justification pays the high overhead cost to track in- 
dividual assumptions, when (most) everything in the 
local level is removed simultaneously. Because DHJ in- 
curs no such overhead, DHJ is a better choice when the 
intersection between assumption dependencies is high. 

In arbitrary domains, of course, we expect both in- 
tersecting and independent dependencies among dif- 
ferent assumptions. However, among assumptions in 
a particular subtask, we can argue that (b) represents 
a better task decomposition than (a). The goal of a 
hierarchical decomposition is to separate, independent 
subtasks from one another. A consequence of this sep- 
aration is that the the dependency between a subtask 
and higher levels in the hierarchy is minimized. In 
(a), two independent assumptions are being pursued, 
resulting in a more complex relationship between the 
two levels. In (b), on the other hand, the assumptions 
in the subtask are closely tied together in terms of their 
dependencies and represent more tightly focused prob- 
lem solving. Thus, (b) represents a better decomposi- 
tion than (a) because the total number of dependent 
assertions does not necessarily grow as a function of 
the assumptions in the local level, while in (a) it does. 

To summarize, assumption justification excels when 
there are many orthogonal dependencies in a subtask, 
which represents a poor decomposition. DHJ compares 
favorably to assumption justification when the decom- 
position is a good one. In this situation, DHJ suffers 
from few unnecessary regenerations while avoiding the 
overhead costs of assumption justification. Another 
benefit of DHJ is that it can point out problem areas 
in the decomposition, acting as an aid for the develop- 
ment of better decompositions. We will return to this 
aspect of DHJ as we explore its impact in a represen- 
tative task domain. 
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Table 1: pTAS run data for lead and wing agents under different run-time architectures and knowledge bases. 

However, pTAS uses the same tactics and doctrine 
as TacAir-Soar. In the restricted domain, a team of 
two agents (“lead” and “wing”) fly a patrol mission 
and engage any hostile aircraft that meet their com- 
mit criteria (are headed toward them, and are within 
a specific range). Because there is no clearly-defined 
termination for this task, we ran each agent for a total 
of five minutes of simulator time. During this time, 
each agent had time to take off, fly in formation with 
its partner on patrol, intercept one enemy agent, and 
return to patrol after the intercept. 

the assumptions we had made about “good” decom- 
positions. We now provide two examples of poor de- 
composition and relate how DHJ, through regenera- 
tion, led us to improve the task decomposition, and, in 
turn, overall task performance. 

In comparing the performance of DHJ agents to 
agents originally developed for this domain under 
Soar’s fixed hierarchical justification, we concentrate 
on three metrics. First, we measure the total num- 
ber of rules required to generate comparable behavior. 
7x7- ̂ ---^^L LL^ -..-L,.. ,P .-..,,” I.,. ?I --..* ^“,. l.,,,..,, ..- we axpec” bllt: 11u111uc1 “1 1LutxY L” uc;lAtzmt: “t2L*uDc 11” 
assumption consistency knowledge is necessary in the 
DHJ agents. Second, we look at the CPU time used 
in each agent. Differences in CPU time accurately re- 
flect differences in agent computation because we used 
a fixed-time cycle in the simulator that guarantees the 
same number of execution opportunities for each agent 
in each run. Third, we looked at the total knowledge 
used during the task, easily measured in Soar as rule 
firings. If regeneration is high, we expect the knowl- 
edge used to increase. 

The first example involves the way in which the 
agent generates motor commands for the plane. For 
example, the agent generates commands to turn to a 
new heading, as in Figure 1. This calculation usually 
depends upon the current heading. When the agent 
generates the command to turn, the heading changes 
soon thereafter. In DHJ, because this desired head- 
ing depends upon the current heading, the subtask 
that generated the command will be retracted when 
the heading changes, leading to many (unnecessary) 
regenerations for the same motor command. 

Table 1 shows the results of running FHJ (the orig- 
inal Soar) and two different versions of DHJ agents. 
The columns labeled “DHJi” show the results of run- 
ning DHJ agents with few changes to the agent’s orig- 
inal (FHJ) knowledge. The DHJ2 columns exhibit the 
results of running the simulation following a partial 
re-formulation of the agents’ knowledge, which we de- 
scribe below. The FHJdhjz columns exhibit the results 
of running agents in the original FHJ architecture, but 
using the knowledge of the DHJ2 agents. 

motor command) as a local value. The motor com- 
mand is not local to the subtask because it can (and 
often will) lead to changes throughout the context. For 
instance, the wing agent, whose job is to follow the lead 
agent in a particular formation, may initiate a turn 
when it realizes that the lead has begun to turn. Once 
the wing begins to turn, it will want to use the mo- 
tor command (desired heading) to determine if further 
course changes are necessary. If the course correction is 
local, however, the wing cannot utilize this knowledge 
at higher levels. 

As the table suggests, the initial DHJi agents suf- 
fered from severe regeneration in the TacAir-Soar do- 
main This regeneration resulted in significant in- 
creases in the number of rule firings and similar in- 
creases in CPU time. The extra cost negatively 
impacted behavior when run with variable-time cy- 
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shots, took longer to perform the intercept, and thus 
exposed themselves to more risk than the FHJ agents. 

In order to address this limitation, we made motor 
commands global rather than local in the agents. Be- 
cause assumptions in the highest level of the hierarchy 
are unjustified (there can be no assertions in higher 
levels on which they depend), we returned all motor 
commands to this global level. The agent now has ac- 
cess to motor commands throughout the hierarchy and 
can make use of them in specific subtasks. No unneces- 
sary regeneration occurs because the agent always has 
access to the current motor command and thus gener- 
ates a new one only when the motor command would 
be different. The solution, of course, requires consis- 
tency knowledge because the motor commands are un- 
justified and thus must be explicitly removed. How- 
ever, in this specific case, the agents always replaced 
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no additional consistency knowledge was necessary. In 
general, however, making a value global necessitates 
consistency knowledge to manage it. 

Creating Better Decompositions The second example involves instances in which sev- 
We examined the knowledge in these agents and found eral serial tasks had been grouped as a single sub- 
that the original decomposition violated a number of task, resulting in dependencies like those in Figure 8 
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(a). For example, pushing a button to launch a mis- 
sile and waiting for a missile to clear the aircraft were 
combined into a single subtask. However, these tasks 
have different and mutually exclusive dependencies. 
Push-f ire-button requires that no missile is already 
in the air. However, the subsequent waiting requires 
counting while the newly launched missile is in the 
air. In the FHJ agent, these activities could be com- 
bined because the absence of a missile in flight was 
not part of the local subtask’s fixed support set. How- 
ever, DHJ always removed the local level as soon as the 
missile was fired, leading to regeneration. We made 
the subtasks independent by creating a new subtask, 
wait-f or-missile-to-clear, which depends only on 
having a newly launched missile in the air. 

The knowledge changes made for DHJs affected only 
a fraction of the agent’s total knowledge (about 30% 
of the rules required some change), and they were easy 
to locate via regenerations. The DHJa columns of Ta- 
ble 1 show that the rule firings decrease in the DHJs 
agents in comparison to the FHJ agents, while CPU 
time increases only slightly (in the lead) and even de- 
creases (in the wing). The significance of these results 
is: 1) The total number of rules required to encode 
the task is less than both the original FHJ and DHJi 
.-. . ..--+n ‘FL:” A,-,.-C-C,, CL,+ nuT :, ,4:-:,4.:sm a~tTmL3. I1113 UtxII”IIDbI cmtm Idlab U1l.J lr3 ClllllllldJU1l~ 
maintenance-specific knowledge, and that a good de- 
composition further decreases domain-specific knowl- 
edge. 2) The overhead for adding DHJ to the archi- 
tecture is mostly offset by the decrease in knowledge 
utilization (rule firings). Further, when the amount of 
accessed knowledge can be decreased substantially, as 
it is in the wing agent, the overall computational cost, 
measured here as CPU time, actually decreases. 

The rightmost column of data for each agent allows 
us to separate the costs and contributions of DHJ vs. 
the task decomposition. FHJdhlz takes the reformu- 
lated task decomposition, and then adds the domain- 
specific reasoning maintenance knowledge required to 
run with FHJ (the original Soar architecture). There 
is no guarantee that the added knowledge is sufficient 
to handle all cross-level consistency maintenance is- 
sues, although it was sufficient for the scenarios we 
ran. Our results show that the task reformulation did 
contribute to the speed up in DHJz, but that the ar- 
chitectural mechanisms in DHJz do not add significant 
overhead compared to the decrease in knowledge use 
they provide. An additional advantage of DHJs over 
FHJ~Q, is that it is guaranteed to do the reasoning 
maintenance in subtasks correctly, while in FHJdhgz it 
is done by knowledge added by hand. 

Our empirical results demonstrate that DHJ can im- 
prove overall task performance while eliminating the 
need for cross-level assumption consistency knowledge. 
These results assume the availability of good task de- 
compositions. The generality of these results is un- 

clear, although we have found similar improvements 
with tasks other than PTAS. ,uTAS is a worthwhile 
example because it was not written by the authors of 
this paper, and it is representative of a larger, fielded 
AI system. However, the tradeoffs between regenera- 
tion and architectural calculation of finer-grain justifi- 
cations across a much wider variety of tasks, with vary- 
ing quality of task decompositions, is an open question 
and may lead to other variants of hierarchical support. 
However, for the tasks which we have examined thus 
far, DHJ is a sufficient solution, decreasing the demand 
for task specific knowledge, improving in efficiency, and 
guaranteeing consistency in hierarchical reasoning. 

Should hierarchical reasoning maintenance be con- 
sidered for other architectures that support hierarchi- 
cal task decomposition? It depends on the details of 
the architecture. In Soar, the dependency calculations 
are easily computed because each assertion is gener- 
ated by a rule. In other architectures, dependency cal- 
culations may be impossible or expensive. If depen- 
dencies can be calculated efficiently, DHJ has signif- 
icant advantages: a guarantee of correct hierarchical 
reasoning maintenance and a decrease in knowledge 
specification and use. 
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