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Abstract

This research examines a hybrid planner for a real-world mo-
bile robot delivering messages in an office environment. The
overall project, RUPART, uses "unified CBR" to combine
behavior-based control with high-level case-based planning,
using a single similarity metric to retrieve both behavior cases
and plan cases. This paper focuses on case-based reasoning
for behavior cases. Each behavior case describes a set of be-
haviors targeted for a particular environment. We explore fea-
tures used to index behavior cases, as well as adaptation and
learning methods. This project is incomplete at this time, and
thorough evaluation, while underway, is not complete.

Introduction
Planning for mobile robot navigation frequently separates
into two categories: reactive or behavior-based planning and
deliberative planning. For many tasks of a mobile robot,
behavior-based systems have proven a successful technol-
ogy. Deliberative planners often focus on more abstract
planning tasks. As the tasks assigned to mobile robots be-
come more complex, there is increasingly a need for systems
that are both robust in moment-by-moment navigation in the
world and that can plan ahead and flexibly mediate among
their goals.

A reactive planner applies a set of low-level behaviors
which interact directly on a short time-cycle with the real
world. Each behavior is usually computationally simple,
with little time spent building models of the external world
(e.g., (Brooks 1987)). A reactive planner’s strength is 
flexible, fast response to its immediate situation. It is more
difficult for a reactive planner to prioritize a set of goals, or
to anticipate and avoid pitfalls based on an internal map of
the robot’s domain.

A deliberative planner often exists apart from the real
word, and its computational cost prohibits frequent re-
planning during plan execution. The strength of a deliber-
ative planner is its ability to reason about the system’s over-
all goals and to plan on the basis of a high-level view of the
domain (e.g., (Sacerdoti 1975)).

Hybrid planners for mobile robots combine both reac-
tive and deliberative planning in the hopes of harnessing the
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Figure 1: Humphrey, one of two Pioneer 2 DX robots in the
Robotics Laboratory

strengths of each side. RUPARTt uses "unified case-based
reasoning" to perform both deliberative and behavior-based
planning for a mobile robot. It retrieves both plan cases and
behavior cases with a single indexing scheme, dynamically
mediating between reactive and deliberative planning.

This paper focuses on the behavior cases themselves. We
first describe the overall RUPART system, then discuss how
behavior cases are translated into actions on the part of the
robot, and the retrieval, adaptation, and learning of behavior
cases.

The RUPART System

Robot Delivery Task

For this project we are using a Pioneer 2 DX robot with
an on-board Linux system, front and rear sonar sensors, vi-
sion system, gripper, and wireless Ethernet (see Figure 1).
The robot moves about in the halls of the Olin-Rice Science
Center, which contains offices, labs. classrooms, and public
space used for a variety of events.

The task of the robot is to deliver messages to specified
locations in the building. Messages arrive asynchronously
by wireless Ethernet. Each message has a priority level or
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Figure 2: RUPART’s basic architecture, combining in paral-
lel behavior execution, plan and message goal management,
and hybrid CBR decision-making

a deadline, and becomes a navigational goal for the robot:
to deliver a message it must navigate to the proper loca-
tion. The robot manages multiple message goals at any
given moment: it determines which message goal to achieve
first, decides among conflicting goals when they cannot all
be achieved, and achieves pending goals opportunistically
while pursuing its primary goal.

This task domain requires that the robot both navigate ro-
bustly in a dynamic and varied world and perform goal man-
agement and decision making. A hybrid planner combining
both reactive and deliberative planning is the best approach.
RUPART is a hybrid planner which uses the same case-
based reasoning mechanisms for both its reactive and delib-
erative tasks. RUPART has three main components which
operate in parallel (see figure 2): a behavior manager to exe-
cute behavior plans, a plan manager to maintain knowledge
about goals and plans, and the core "action selection" com-
ponent, the ease-based reasoner that selects new behaviors
or plans in response to environmental or internal changes.

"Unified" Case-Based Reasoning
RUPART is a "unified" case-b&sed reasoning system: it uses
a single case memory and case retrieval mechanism for all
its reasoning tasks, including subtasks of the ease-based pro-
cess itself. RUFART’s case memory includes cases for ex-
tending the indexing structure during situation elaboration,
adaptation strategies for adapting plan and behavior eases,
as well as the plan and behavior eases themselves.

Beyond housing a variety of eases in one ease mem-
ory and using one retrieval algorithm for all, RUPART’s
plan and behavior cases use identical indexing and similar-
ity judgments. When triggered, the action selection module
may retrieve either a deliberative plan or a behavior case,
based on the features of its current situation. The kind of
case retrieved determines whether to plan deliberatively to
change the current set of behaviors. During the decision and
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Figure 3: RUPART’s action selection module

deliberation processes, the behavior manager continues to
execute the current behavior ease.

Global Map

RUPART maintains a global map of its domain. Locations
on the map are specified by a Cartesian coordinate grid laid
over the entire domain. The map contains the permanent
features of the world, and is augmented by transient object
the robot senses. There is a chance that a transient object is
actually noise in its sensor data. Transient objects remain for
an unpredictable amount of time: i.e., people, chairs, carts,
boxes. RUPART automatically removes transient objects
from the map after a given period of time, unless the sensors
reinforces their presence. Localization occurs when trig-
gered by a plan case retrieval including localization steps.
Then behavior collect data for localization, which is per-
formed by the map subsystem. The map-update subsystem
uses rough evidence grids combined with landmark recogni-
tion built in to the Pioneer Saphira server to update the map
and estimate the robot’s location.

Selecting Actions

In parallel with the module that executes current behaviors
and the module that maintains the set of message goals and
corresponding plan, the action selection module monitors
the robot’s situation (primarily its sensor inputs) moment 
moment and triggers a re-planning retrieval whenever a sig-
nificant change occurs (see discussion of re-planning criteria
below). When re-planning is warranted, RUPART compiles
its sensor data and other factors of its situation into a plan
retrieval index. It then retrieves a planning ease from mem-
ory: either a high-level plan, a behavior case, or a meta-plan.
Figure 3) illustrates the action selection process.

If the retrieved case is a high-level plan, RUPART adapts
the plan using its ease-based adaptation strategies and in-
stalls the result as its current plan. Each step of the plan
is treated as a goal to guide the reactive behaviors. If RU-
PART retrieves a behavior case, it installs the behaviors on
the robot and begins executing them immediately.

The third category of ease is a meta-plan. These are "fall-
back" eases that are retrieved when no ease matches the cur-
rent situation well. Most common meta-plans are generic
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behavior cases like "move away;’ which simply moves the
robot physically into a new location that is, hopefully, more
familiar.

Any number of occurrences trigger re-planning, includ-
ing: a sudden change to the raw sonar readings, objects
added or removed to the global map, a new, critical mes-
sage goal, installation of a new high-level plan, an impasse,
or a drop in its confidence in its location, The passage of
time or distance with no other detected changes also triggers
re-planning. Because the robot continues its current behav-
iors while re-planning occurs, RUPART errs on the side of
retrieving too often, rather than too seldom.

This paper focuses on the reactive planning portion
of RUPART: behavior cases, and how they are indexed,
adapted, and learned.

Behavior-Based Control with CBR
The Pioneer robots have software for specifying and control-
ling "activities" or behaviors, which may operate in parallel
to control the robot. We are leveraging from this existing
architecture to implement the behavior-based control in RU-
PART. Behavior cases in RUPART describe

1. which of a set of behaviors should be activated,

2. the relative priorities of active behaviors, and

3. the adjustable parameter values for each behavior.

Table 1 lists the set of primitive behaviors RUPART may
activate for low-level control. Multiple behaviors are active
at any given point in time. Each primitive behavior becomes
a fuzzy control rule and its recommendation is merged with
other active behaviors based on its priority and degree of fit
to the current situation (ActivMedia 1997). Some behaviors
are adapted from pre-existing behaviors of the robot, others
have been created for this project.

Figure 4 shows two sample behavior cases. The first de-
scribes the behavior of a robot in an open area with few ob-
stacles. Each line gives the name of a behavior, and parame-
ter values for it, plus its priority value. Fixed priority levels
arc converted to fuzzy values for merging multiple behav-
iors. In this case the robot may move moderately fast, and
can avoid approaching obstacles closely. Distances are given
in centimeters, so the robot will begin to turn away from an
obstacle when it is 1.5 meters away. It will attempt to go
straight across the space, going to its current goal location,
and will avoid imminent collisions when they are half a me-
ter away. The priorities emphasize heading to a goal and
avoiding a collision most highly.

The second behavior ease in figure 4 applies to quite a dif-
ferent scenario: a hallway with many obstacles. A crowded
hallway in this environment is most likely filled with pedes-
trians. The robot’s speed is slow; it attempts to let pedes-
trians move out of its way by slowing as it approaches. It
turns to avoid an outright collision as need be, but is guided
toward a goal location.

The case memory begins with a relatively small set of
hand-crafted behavior cases (10-15 cases) for a range 
common situations, as well as a few hand-crafted plan cases.
The case memory also includes a small set of "meta-plans"
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(((goStraight mod-fast curr-head) 

((avoidObstacle 150 moderate) med)
((goToPos curr-goal mod-fast 100) high)
((avoidCollision 50 mod-fast) high))

(~

(((followWall curt-head) 
((moveForward slow) med)
((slowAvoid 50 very-slow) med-high)
((avoidCollision 20 fast) high)
((goToPos curr-goal slow i00) med))

(b)

Figure 4: Behavior cases for (a) an open area with few ob-
stacles and (b) a hallway with many obstacles

(plan-index
(sonar array of current sonar values)
(motors array of motor values)
(map set of landmarks from map)
(location (x, y), estimated location)
(behaviors current behavior features)
(task-loc current goal location(s))

(task-urgency urgency of reactive)
(plan plan steps, if any)
(goal current message goal, if any)
(goal-urgency urgency of high-level)
(pending-goals list of message goals)
(loc-conf location confidence)
(plan-conf plan confidence)
(behav-conf behavior confidence))

Figure 5: Index form used in behavior case retrieval

which d~scribe generic, default behaviors, designed to move
the robot from a confusing location to one where it can re-
trieve a better behavior or plan.

We have tested the initial behavior cases on the Pioneer
robot to ensure they perform adequately in the environment
for which they were designed. Current work is integrating
case retrieval with the robot for more extensive evaluation in
the future.

Behavior Case Retrieval

The indexing features used for plan and behavior case re-
trieval describe the robot’s situation in terms that are rel-
evant for both high-level planning and behavior selection.
The features must discriminate between situations requiring
deliberative planning versus reactive planning.

RUPART’s planning retrieval is based on a wide range
of features, from sensory inputs to its current and pending
goals. Figure 5 shows a sample index. The index includes
sensor data: sonar readings, motor values, and map land-
marks in the immediate vicinity. The set of active behaviors,
the estimated location, and the confidence in that estimate
are other low-level features in the index.

Higher-level indexing features include the immediate goal
locations guiding the behavior set, the current message goal,
the plan to achieve that goal, the list of pending messages,
and RUPART’s confidence in its current actions.



Behavior Description
(stop)

(moveForward velocity)
(goStraight velocity direction)

(avoidObstacle distance speed)

(avoidCollision distance turnRate)
(slowAvoid distance speed)

(goToPos position speed accuracy)

(followWall direction)

(enterDoorway door direction)

IturnTo pos)

(turnTo direction angle)

(localize)

Stop forward movement
Move the robot forward with given velocity
Attempt a straight path in some direction with given speed
Slow to speed and turn away from obstacles within given distance
Turn at given rate away from an imminent collision at given distance
Slow but continue toward obstacle
Head towards a given point on the map with some speed
Travel along a detected wall
Go through a doorway
Turn to face a position
Turn a given angle left or right
make sensor observations for the localization algorithm

Table 1: Primitive behaviors: behavior cases activate sets of these to operate in parallel as fuzzy control rnles.

RUPART uses a variant of the nearest-neighbor heuristic
for determining similarity. The distance between two in-
dices is a weighted sum of distance measures for each fea-
ture: D = ~f’~/(wf ¯ Dr). Each indexing feature, f, calcu-
lates its distance metric Df independently: for instance, the
distance between the estimated location and a stored case’s
location is the straight-line distance between the two coor-
dinate points (~/Az" + Ay2). Complex, structured features
like goals are evaluated using a form of unification that com-
putes a normalized sum of a distance measure for each por-
tion of the structure that differs. Evaluation of this similarity
assessment method is currently underway.

Adaptation and Learning of Behavior Cases
RUPART’s initial set of behavior cases is a solid base, but
not sufficient lbr the range of situations it will encounter.
New behavior cases are learned by adapting existing behav-
ior cases to better fit the situation, and adding them to the
case memory. When a behavior case is retrieved, the re-
trieval module provides an overall distance measure for that
case, plus separate distance measures for each indexing fea-
ture. If the overall distance is greater than some threshold,
the case will be adapted; otherwise, used as is.

Adaptation of both plan cases and behavior uses adapta-
tion strategies stored in and retrieved from the case memory.
Adaptation strategies are indexed by the kind of ease they
adapt (plan or behavior) and by the feature-specific distance
measures used for similarity assessment. Strategies for plan
cases adapt the route described by a high-level plan, but are
not discussed fi~rther here.

When adapting a behavior case, RUPART retrieves a set
of matching adaptation strategies. Each strategy may match
best on a subset of the distance measures provided, and may
alter different portions of the behavior case. Once retrieved,
each strategy is applied to the behavior case.

Behavior adaptation strategies either (1) alter the param-
eters and priorities of primitive behaviors in the ease or (2)
merge two cases by combining their sets of behaviors. The
first option is the more common one, as the retrieved behav-
ior case is generally assumed to be nearly appropriate for the
current situation.

As an example of a strategy that alters parameter values,

one strategy suggests decreasing the speed in behaviors like
moveForward if sonar or map values show objects closer
to the robot than in the retrieved case. The change in pa-
rameter values is scaled by the magnitude of the distance
measures relevant to that behavior. In this case, the larger
the difference in closeness of objects between the retrieved
case and the current situation, the greater the decrea~se in the
velocity parameter.

Adaptation which merges two eases together occurs when
the retrieved behavior ease has very high distance values on
some features and very low values on others. This strategy
retrieves another behavior ease that better matches the high-
difference features from the first retrieval, and then merges
the behavior sets together, averaging parameter values for
shared behaviors and appending all others.

Adaptation strategies are heuristics; they ,nay be incon-
sistent with one another or unproductive. Therefore some
measure of the quality of the resulting behavior case is re-
quired. RUPART estimates the quality of a behavior ease
by (1) how frequently it is retrieved and used, (2) how 
ilar it is to other cases in the memory, and (3) the average
amount of time it stays active, once installed in the behavior
execution ,nodule.

Related Work
RUPART draws on work on reactive planning, case-based
deliberative planning, and hybrid planners for robot control.

Behavior-based planners are in wide-spread use for robot
control in a variety of domains (e.g., (Winner & Veloso
2000)). The SINS system demonstrates reactive planning
using a case-based framework (Ram & Santmnaria 1993).
In SINS, stored cases represent parameters for controlling
and changing reactive behaviors over a window of time. The
system uses multi-strategy learning to develop a set of good
cases for its overall behavior. Unlike RUPART, it does no
high-level planning.

The TRUCKER system uses "Reactive Action Packets," a
somewhat higher level description of reactive behaviors, to
simulate a delivery truck (Firby 1989). TRUCKER manages
multiple goals through its reactive actions, using fixed prior-
ities and opportunistic goal achievement. It does not explicit
goal management.
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Yamauchi and Langley perform evidence grid localiza-
tion in dynamic environments, using a "case-based" ap-
proach: computing the similarity of the current evidence
grid to known, previously stored grids (Yamauehi & Lan-
gley 1997). This localization method is more sophisticated
than RUPART’s, though integrating this approach would be
interesting for the future.

Deliberative planners using case-based reasoning have
been successful in a range of domains not focusing on plan
execution. ROUTER combines a traditional route planner
with a case-based one for generating directions for travers-
ing a college campus, (Goel et aL 1991). CHEF and JULIA
examine planning for culinary domains (Hammond 1989;
Hinrichs 1991).

Hybrid systems which integrate high-level reasoning with
low-level reactive behaviors are inereasingly common for
robotic domains, Trulla performs path planning by creat-
ing a "potential field" indicating the direction, weight, and
related subgoals at each location on its map. Its reactive sys-
tem uses the information to avoid less desirable paths, and
for recovering from unexpected obstacles (Murphy, Hughes,
& Noll 1996). It uses completely separate techniques for
path planning and reactive planning, and does not learn.

The ROBBIE system, operating in a simulated domain,
uses "planlets" similar to Firby’s RAP model for reactive ex-
ecution of high-level plans generated by a ease-based plan-
ner (Fox & Leake 1995). ROBBIE uses CBR for both high-
level planning and selection of reactive planlets. However,
it uses separate indexing features for plans versus planlets,
and cannot learn low-level planlets.

ROGUE is a case-based planner for a physical robot
that does combine high-level and reactive plan techniques
(Haigh & Veloso 1998). ROGUE’s task domain is similar 
RUPART’s, and ROGUE does learn from experience. How-
ever, ROGUE uses separate mechanisms for its reactive be-
haviors and its path and task planning.

Current Status and Conclusions
RUPART is a project still in its preliminary stages. An ini-
tial case memory has been constructed with 10-15 behavior
cases, 5 planning cases, and a small set of adaptation strate-
gies for each kind of planning case. The primitive behaviors
and sets given in behavior cases have been tested under the
Saphira server on the Pioneer robots. Indexing, retrieval, and
adaptation of planning cases have been tested on a small set
of artifieial situations. By the time of publication, we antic-
ipate that planning system and robot will be integrated and
more thorough testing will be underway.

Case-based reasoning has been used in the past for both
reactive planning systems and deliberative planners. It
seems natural, then, to create a ease-based hybrid planner,
using CBR for both component~s. Re-using the same case-
based retrieval mechanisms simplifies the overall system
significantly. The result is a "unified CBR" system, using
case-based reasoning as its central processing method.

A key issue for any hybrid planner is the interaction be-
tween reactive and deliberative planning: deciding between
updating goals or high-level plans and updating the set of
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reactive behaviors. RUPART addresses this issue by using
a single indexing method for behavior eases and plan cases,
RUPART automatically and dynamically selects new behav-
iors when the situation warrants it, and new high-level plans
when that is most needed.
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