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Abstract 

Planning effective courses of action requires mak- 
ing predictions about what the world may be 
like at the time the actions are to be performed. 
Making these predictions requires a temporal rep- 
resentation, and-assuming a world that is not 
entirely predictable and an agent that is not 
omniscient- a representation of the uncertainty 
that will characterize its incomplete knowledge 
of the world. We provide in this paper a repre- 
sentation and calculus for computing an agent’s 
strength of belief in a proposition at a point in 
time, based on (possibly imperfect) observations 
about that proposition and information about the 
tendency of the proposition to persist over time. 

1 Introduction 

Decision making in general, and automated planning in 
particular, requires the decision-making agent to predict 
the future. Its decisions as to what course of action to 
pursue are based on its assessment of what the world will 
be like at the time the actions are to be performed: I may 
decide this evening whether to drive to work tomorrow 
instead of riding my bicycle, based on how likely I think it 
is that the weather will be uncomfortably cold tomorrow 
morning. A robot truck might need to predict whether 
there will be fuel at a particular location in order to plan 
a route that ensures it not run out of gas. 

Making decisions of this sort requires an algorithm that 
answers questions of the form “how likely is it that propo- 
sition p will hold in the world at some future time t.” (One 
might ask the same question for prior or present times t 
if the proposition in question was not observed.) In this 
paper we provide a framework for representing questions 
of this sort and a calculus for computing answers. In addi- 
tion we note properties of the solution that lead to efficient 
computation. 

Our solution draws on ideas from two lines of research: 
that involved with computing how the value of facts 
(propositions that hold with certainty) evolve over time, 
and that involved with computing likelihoods, or beliefs, 
from other beliefs (combination of evidence to compute 
the likelihood of static propositions). From the first we 
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borrow the notion of persistence (a term coined by Mc- 
Dermott in [McDermott, 19821 but essentially the same as 
McCarthy’s “inertial property of facts” [McCarthy, 19841) 
to represent the tendency of facts to persist, or remain 
true, over time. Other formal accounts of temporal rea- 
soning about propositions include those of Allen [Allen, 
19831, and Shoham [Shoham, 19861. Both the STRIPS 
planner [Fikes and Nillson, 19711 and Dean’s Time Map 
Manager [Dean, 19851 provide computational accounts of 
such reasoning. 

The static component of our model is a fairly straight- 
forward formulation of the dynamic problem in terms of 
conditional probabilities, and thus is concerned with the 
same issues (independence, combination of evidence) as 
the large body of work on probabilistic models of reason- 
ing. 

The current work of Dean and Kanazawa [Dean and 
Kanazawa, 19881 is close to our own; we are both con- 
cerned with computing the probability that a proposition 
is (or was, or will be) true at a point in time, based on con- 
straints imposed by knowledge of the occurrence of events, 
the states of other propositions, and a causal model that 
characterizes their interactions. Our model of the world 
is one in which one’s state of information is updated peri- 
odically by observations about the state of facts; input to 
Dean’s system comes in the form of probability distribu- 
tions associated with the occurrence of events. 

Our algorithm, on the other hand, computes only the 
projection of a proposition’s state over time: we begin with 
initial conditions and knowledge about causality, and com- 
pute the probability that the proposition is true at some 
later time. In doing so we assume that the state of the 
system at any point in time depends only on the state of 
the system at temporally prior times. Dean is concerned 
with the more general problem of assigning a consistent 
probability assignment to a set of temporal propositions, 
where knowledge of the occurrence of an event in the fu- 
ture may affect one’s belief in what must have happened 
or must have been true at prior times. 

We should also note the connection to our own previ- 
ous work, reported in [Hanks, 19871. In that paper we 
presented an architecture and program for supplying the 
functionality needed to support the calculation of tempo- 
rally scoped beliefs, but independent of any particular cal- 
culus. An application program uses this support module 
by supplying a belief culculus, which consists of a defini- 
tion of belief strength and a set of assessor functions. A 
belief strength is a measure, numeric or otherwise, of how 
strongly one believes a proposition at a point in time. An 
assessor function for a fact type computes strength of belief 
in that fact at a point in time, making use of the support 
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Figure 1: Overview of belief assessment 

functions (temporally scoped fetches and inference) of the 
support module. In this paper we describe such a belief 
calculus. 

In the remainder of the paper we will make precise the 
notion of belief and of observation, and present the formu- 
lation of a rule that assesses belief on the basis of observa- 
tional and other evidence. Then we note how a model of 
causal inference is easily incorporated into this framework, 
and discuss the efficient computation of these beliefs. 

2 Problem statement 

Our belief calculus is based on concepts of time points, 
fact types and belief strengths, from which we build beliefs 
and o bservationul notes (or just observations). The process 
of assessment combines observational evidence and beliefs 
to generate new beliefs. Rules of inference generate new 
observational notes from old beliefs, so the system taken 
as a whole looks like the picture in Figure 1. 

To state the problem more precisely, let tl, t2, . . . , tn+l 
be time points, each denoting an instant in time. We dis- 
cussed in [Hanks, 19871 issues related to managing effi- 
ciently a network of time points, and providing the opera- 
tions necessary to build a belief calculus. For the purposes 
of this paper we will assume that these points are totally 
ordered by the relation -X (“known temporally prior to”), 
such that tl++. . . +tn+l. 

A fact type ‘p denotes a proposition that is believed (at 
a point in time, with a particular strength). Take fact 
types to be ground atomic formulas in the language of 
a first-order logic enriched with constant, function, and 
predicate symbols relevant to a particular domain. Note 
that this definition does not include negated, conjoined, 
disjoined, or quantified formulas. 

An agent believes with a certain strength that a fact 
will be (or was, or is) true at a point in time. Strength 
ranges from absolute belief (a decision maker would never 
undertake a course of action that relied on the proposi- 
tion being false) to absolute disbelief (never resulting in a 
commitment to a course of action that relied on the fact 
being true). Various measures allow the direct or indirect 
assessment of belief strength, including a probability num- 
ber or interval, a Shafer evidence mass [Shafer, 19761, a 
certainty factor [Heckerman, 19861, or a Shackle “measure 
of surprise” [Shackle, 19581. We have chosen a probability 
number (a real number in the range [O,l]). A belief in ~3 
with strength 1 indicates absolute belief in ‘p (relative to a 
time point); a belief in cp with strength 0 indicates absolute 

disbelief, and therefore is equivalent to a belief in 1 cp with 
strength 1. (Recall that our definition of fact type does 
not admit negation.) A belief is therefore an association 
between a fact type, a time point, and a belief strength. 

Saying that an agent believes with strength s that ‘p is 
(was, will be) true at time ti is equivalent to saying that 
the agent judges the probability that ‘p is true at t; is S, 

or P(true(cp, ti))- -s. We will abbreviate that statement as 
P(‘pi)=s. The problem we consider in this paper is that 
of computing the value of P(p,+l), based on three sorts 
of information: observations made about the state of (o at 
times prior to tn+l (we assume that n observations take 
place at times tl, t2, . . . , t,), other information about the 
“physics” of the world, such as causal rules (conditions 
that cause ‘p to become true or become false), and various 
estimates of how on average (and in the absence of explicit 
information) the state of cp tends to change over time. We 
will describe the causal rules and the “average-case” prob- 
abilities more precisely, but first we turn our attention to 
the concept of an observation. 

3 Observations 

An observation oi represents a report (possibly erroneous) 
that the agent has received, from some sensing device, 
about the state of cp at time ti. The agent must update 
its belief in ‘p at some subsequent time tj based on three 
factors: what the observation says about cp (that ‘p is true 
or that ‘p is false), how confident the agent is that what- 
ever sensing device delivered the observation reported ac- 
curately on the state of ‘p, and what the agent thinks might 
have happened to cp between ti and ti. The first factor we 
summarize as a parameter pi-the “polarity” of the ob- 
servation. Pi will either be 1 or 0; the former means the 
observation was a report (possibly erroneous) that cp was 
true at ti, the latter indicates a report that cp was false. For 
the second factor we assume a parameter ri-the “reliabil- 
ity” of the observation, the nature of which we will discuss 
below. The third factor-“ average-case3 information-we 
will introduce as we proceed. An observation oi is there- 
fore an association between a fact type cp, a polarity pi and 
a reliability ri. The assessment problem now becomes one 
of determining P(cp,+lJ 01, 02, . . . , on). 

The nature of a reliability parameter ri obviously de- 
pends on the nature of the reporting sensor. Below we 
will propose a sensor model based on the notion that the 
sensor provides “complete” information about cp-that is, 
the sensor’s report on (o is the agent’s only source of infor- 
mation about ‘p. Contrast this view with a “multi-sensor” 
model, where belief in cp is based on the reports of several 
sensors that comment on various features that predict ‘p, 
and the task is to consider how the various reports should 
be combined to determine strength of belief in cp. 

To motivate our model of sensor reliability, consider 
some device that transmits a binary signal. Our sensor 
(which generates observations) receives that same signal 
and reports whether it is a 1 or a 0. The proposition ‘p 
is “the transmitter is sending a 1.” The receiver is our 
only source of information about what is being transmit- 
ted. It is also an infallible source of information about cp (it 
reports “ye? (pi=l) just in case the transmitter is actu- 
ally sending a l), unless there is sunspot activity (or some 
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other transitory effect that is not immediately detectable). 
If there is sunspot activity its reports bear no systematic 
relationship to the signal actually being sent-the sensor 
may actually report “yes” when the transmitter is sending 
a 1, but only by coincidence. Say that the only information 
we have about sunspot activity is that it is present some 
x% of the time. A reliable observation, then, will be any 
observation that is made in the absence of sunspot activ- 
ity, and the percentage of observations that are reliable is 
(l-x). Theevent Ra, “observation oi is reliable” therefore 
has probability r-i = (1 - x). 

Our sensor model also suggests the following probabilis- 
tic relationships: first of all, a reliable observation should 
completely determine belief at the time the observation is 
made. That is, if oa is a reliable observation, we have 

P(cpi I 6% Ra) = pi (1) 

for any body 
servation, 

of evidence E, and if oj is an unreliable ob- 

(an unreliable observation provides no new information). 
Now we take E to be the temporally prior observations. 

Letting 
identity 

4 

Oi abbreviate 01, 02, **a oi, we can write the 

Under the assumption that reliability is independent across 
observations (e.g. that sunspot activity is of short duration 
compared to the spacing of the observations), and applying 
the definition of reliability above, we get the following local 
updating rule: 

P(cpa I”;i) = paP(Ri) + P(cpi &t)P(lRa) 

= para + P(cpi &)(l- t-i) (3) 

which in turn suggests the following algorithm for comput- 

ing P(cp,+ll Q: 

1. compute P(cpl) 

2. for i = 1,. . . , n 

(a) apply the 1 ocal update rule (3) to get P(cpi( zi) 

(b) compute P(cpa+ll zi) using P((~al ;i) 

We will turn our attention to steps (1) and (2b), but first 
make a note on alternative reliability measures. 

A Bayesian approach to updating’ suggests that the like- 
lihood ratio 

P(oa I 4 Lb I 54 = p(oi 1 _) 

(or some piecewise linear transformation of this parameter) 
provides a natural accounting of sensor reliability, and that 
under independence assumptions such as the ones we made 
above, uses Bayes’ rule as a local update rule: 

P(cpa IG) = L(Oi I Pi)o(pi IL) 
1+ Lb I Pi)O(y7a IL) 

(4 

‘Judea Pearl suggested this alternative to me. 

where O(cp; I ;i-l) is the odds ratio defined as P(GJ&i_1) 
Pr I-+ * 10; o;-1) 

Note that using the likelihood ratio excludes’the’&i& 
of an absolutely reliable sensor ( ra= 1): if P(oi I -pi) = 0 
the ratio L(oi/ cp;) is undefined. Furthermore, our local 
update rule in (3) and the Bayesian update in (4) differ 
in the situation where prior belief and present observation 

disagree: in cases where the prior probability P(cpil za-1) 
approaches 0 but the reliability measure approaches cer- 
tainty (ri = 1 or L(oi I pi) -+ co), the posterior probability 
dictated by (3) approaches 1 (i.e. we trust our sensor and 
ignore our prior), while the posterior dictated by (4) ap- 
proaches l/2 ( we arrive at an intermediate state of belief). 

Singularities aside, the choice of what reliability measure 
to use is obviously a matter of determining what parame- 
ters best describe (and can be obtained for) the sensors in 
question. Furthermore, we can translate between the two: 
in [Hanks, 19881 we point out a transformation whereby a 
set of observations characterized by likelihood ratios can 
be transformed into a set of t-i numbers such that combin- 
ing them using update rule (3) yields the same result as 
combining the likelihood ratios directly using update rule 

(4). 
Next we move to computing probabilities across inter- 

vals of time over which no observations are recorded-the 
problem of persistence. 

4 Persistence updating 
In the previous section we were interested in how our belief 
in cp at time ti should change in response to an observation 
made at that same time. Now we consider the problem of 
how our belief in cp should change between the time two 
temporally adjacent observations are made. This problem 
arises in the course of assessing the probability P(cpi+ll 

zi) in step 2b of the algorithm above. We can express this 
quantity as follows: 

P(‘pi+1 IQ = P(cpa+1 lG,Pi)P(Pi IQ + 
P(Pa+1 l~i,%)P(W IG). 

Assuming that ‘p’s state at time t.i+l is independent of 
prior observations when conditioned on its state at time 
ei, we can rewrite the identity as follows: 

P(cpi+1 6) = P(Pi+1 I Pi)P(W IG) + 
P(cpi+1 I T%)(l - P(Pi IQ) 

and note that P(cpil zi) was obtained from the previous 
local update. The problem, then, is in assessing P(cpi+ll 
cpi> and P(‘~a+ll 1 pa). 

Sometimes the probability will be obvious: if ~3 is the 
proposition “my cat is alive,n we can assign a low proba- 
bility to P(cpi+lJ 1 pi). But the general case is not so easy, 
especially when a long time passes between ti and ta+l. In 
estimating P(cpi+ll cpi), for example, one must take into 
account the possibility that ‘p stayed true for the whole 
period, that it became false but then became true again, 
that it became false then true then false then true . . . in 
general that an even number of state changes happened 
between ti and t.f+l. 

Rather than try to assess the quantity directly, we have 
adopted an approach which says that it is reasonable to 
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a-. estimate the probability that some state change occurs be- 
tween ti and ti+l, but not necessarily how many. Let Ari 
denote the event “fact cp changed state (at least onceL b& 
tween ta and ti.” We assume that the quantities P(Ad,i+ll 

cpi) and P(AEi+,I 1 pi) are available as inputs. If a state 
change does occur between t.a and ti+l our belief reverts to 
some “background” probability P(cpi+lI A$+l)-an as- 
sessment of ‘p’s likelihood given no valid observational ev- 
idence. Calculating this quantity may involve anything 
from looking up a tabled’ value to a detailed examination 
of other causal models or evidential factors for ‘p. We will 
defer a discussion of this assessment to subsequent papers. 

To summarize, then, we compute the persistence_of cp 
between ti and ti+l by the following formula: 

= ‘%+I 1 A&+,)P(Ari+, 1 pi) + 
w(qi+, I Pi) 

(and similarly for P(~pi+~l 1 cpi)). 
Next we turn to the topic of inference: generating new 

“observations” from old beliefs, under the dictates of a set 
of rules. 

5 Inference and observations 

Inference is a process in which beliefs give rise to new be- 
liefs, mediated by rules determining what derived beliefs 
should be held, when they should be held, and, in our case, 
how strongly they should be held. 

Causal rules have typically taken the form “if certain 
precondition facts are true when a certain event occurs, 
then a certain consequent fact becomes true.” (See, for ex- 
ample, [McDermott, 19821, [Dean, 19851, [Shoham, 19861.) 
In our system of belief and belief strengths we should sub- 
stitute “beliefs” for “facts” and “comes to be believed” for 
“becomes true,” so the process of inference is associating 
strength of belief in the consequent fact type with strength 
of belief in the antecedents. 

Take as an example the now-well-worn “Yale shot” rule 
[Hanks and McDermott, 19871: if a gun is loaded and a 
person is shot with that gun, then the person becomes 
dead. We might rephrase this rule as “if we believe that 
a gun is loaded and we believe that a person is shot with 
that gun, then we believe that the person becomes dead.” 
And we might further extend the rule by admitting that 
we are not certain that the shot will result in death, saying 
instead we are only 97% sure. 

To make the meaning more precise, let p stand for the 
rule’s precondition (in this case “gun loaded and shot oc- 
curred”) and $ stand for the statement “person is alive” 
(the rule’s consequent is actually -$), and x stand for 
some chance event such that P(x) = .97 and x is indepen- 
dent of p. What we want to state is that at any time t, 
on the one hand if all the preconditions are met then ?,!J is 
false: 

P(lclt I Pt,Xt) = 0 

but on the other hand if the preconditions are not true at 
t then the rule should not change the probability of $ at 

wt. I Et, ‘h * xt.>> = w7k I Ed. 
But note the similarity to equations (1) and (2), that de- 
fined the nature of observations. We can incorporate this 
causal knowledge by postulating, at each time t., an obser- 
vation with type $J, reliability t-i = P(Pt,xt) = (.97)P(Pt), 
and polarity pa = 0. 

The process of inference, then, is decoupled from the 
process of belief assessment. Inference produces observa- 
tional evidence which is then used by the assessment algo- 
rithm. 

6 Computational issues 

The idea of effecting causal inference by generating obser- 
vations at every time point focusses our attention on the 
problem of how to compute (or approximate) P(cp,+l) ef- 
ficiently: we have defined an observation for each inference 
rule at each time point, so by rights we would have to do a 
local update and persistence calculation for each of them. 
It is the case, though, that the reliability of most of these 
observations will be very close to zero (because it is un- 
likely their preconditions will be true) and therefore they 
will affect the ultimate belief strength very little. Even 
for “direct observations” (those not generated by infer- 
ence rules) we have a problem: calculating (on+1 involves 
searching arbitrarily far back in time for observations. Old 
observations will have little effect on (P~+~, as their effect 
will be diminished by subsequent observations or by the 
higher probability of an intervening state change. 

We can therefore limit calculation in two ways: by ig- 
noring observations whose reliabilities are below a certain 
level, and by ignoring observations that occur before a cer- 
tain point in time. To determine how reliable and how 
recent an observation must be to merit our attention we 
rely on the application program for an additional piece of 
information: a probability threshold 7. In supplying this 
number the application tells us it doesn’t really care what 
the probability of pn+l is, but only to what side of 7 it 
falls. Having this threshold suggests the following algo-. 
rithm: 

1. Maintain a list of known observations (K), initially 
empty. 

2. Compute P(cp,+l I K) = p. 

3. If p 5 r ask how reliable and/or recent a positive 
(polarity= 1) observation would have to be to make 
p > T. Search for these new positive observations. If 
none are found, report P(cp,+l) 5 7, otherwise add 
the new observations to K and go back to (2). 

4. (Same thing for p 2 7.) 

We thus calculate a reliability and a recency bound, 
search for observations (“firing” causal rules as necessary), 
and re-calculate. The reliability bound allows us to ignore 
inference-generated observations whose preconditions are 
unlikely to be true. To get this bound we ask how reliable 
a single positive observation made at time tn+l would have 
to be to increase the probability by the amount (T - p)- 
the answer is r 2 3, so we ignore all causal rules whose 
preconditions are less likely to be true. 
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To get the recency bound we ask how far back in time 
would a perfectly reliable positive observation (ra = 1, 

Pi = 1) have to have been made in order to increase the 
estimated probability by the amount (7 - p). The answer 
here is somewhat more tricky, in that it depends not only 
on the reliabilities of subsequent known observations but 
also on the “decay’ probability ATi. In fact it requires 
this function to be “invertible,” in that we have to be able 
to determine the earliest time to such that the probability 
of a state change between to and tl (the time of the earliest 
known observation) is less than some probability p’. With 
that information the calculation and resulting formula is 
messy but straightforward, and we will not repeat it here. 

Note that these bounds are heuristic in that they rea- 
son about a single observation of a certain type, though 
the existence of inference rules admits the possibility of 
simultaneous observations. We are not worried that this 
departure will lead to seriously corrupt answers, however- 
the problem of getting the calculation to proceed quickly 
seems far more urgent than the problem of getting back 
suboptimal answers. 

7 Conclusion and loose ends 

Our model of temporal reasoning under uncertainty is 
an extension of traditional models of temporal reasoning 
based on nonmonotonic logics ([McDermott, 19821, [Mc- 
Carthy, 19841). Th e o ic 1 g -b ased systems made a persis- 
tence assumption of the form “once true, a fact remains 
true until it is explicitly falsified.” We separate the no- 
tion of a fact (a property of the world) from the notion 
of a belief (a property of a reasoner’s imperfect model of 
the world), and refine the persistence assumption to some- 
thing like “as more time passes after a reasoner observes a 
fact to be true, it becomes less likely that the observation 
remains valid.” 

Our theory rests on the notions that observation gives 
rise to belief through the process of assessment and that 
belief gives rise to observation through the process of in- 
ference. Domain knowledge takes the form of probabilities 
that express the likelihood that unobserved relevant events 
occur over time, as well as a characterization of the sys- 
tem’s “average case” behavior. 

We should finally note the issues we have not discussed 
in this paper. The first is the “static” assessment model- 
computing the probability of a fact, lacking conclusive ob- 
servational evidence. As we noted, one can imagine a wide 
range of solutions, from assuming these probabilities are 
constant to performing a deep analysis of predictive fea- 
tures. As usual, one faces a tradeoff between quality of an- 
swer and speed of computation. Second is the assessment 
of complex fact types, most notably conjunction. (Note 
that the reliability of inference observations is computed 
from the probability of its precondition, which is presum- 
ably a conjunction.) We are supporting assessment of con- 
joined and quantified fact types, though we allow quantifi- 
cation over a limited set of formulas. 

Handling conjunction brings up the problem of corre- 
lated fact types, which must also be considered when one 
notes that the reliabilities of inference-generated observa- 
tions may well be interdependent (we assumed this was 
not the case for direct observations). Finally, we need a 

method for dealing with simultaneous observations, which 
is absent from the algorithm we presented in this paper. 
For the answers to these and other pressing questions we 
refer the reader to [Hanks, 19881. 
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