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Abstract 

Two important computational approaches to 
problem solving are model-based reasoning 
(MBR) and case-based reasoning (CBR). MBR, 
since it reasons from first principles, is especially 
suited for solving novel problems. CBR, since 
it reasons from previous experience, is especially 
suited for solving frequently encountered prob- 
lems. However, large novel problems pose difficul- 
ties for both approaches-MBR rapidly grows in- 
tractable and CBR fails to find a relevant previous 
case. In this paper we describe an approach called 
prototype- based reasoning that integrates both ap- 
proaches to solve such problems. Prototype-based 
reasoning treats a large novel problem as a novel 
combination of several familiar subproblems. It 
uses CBR to find and solve the subproblems, for- 
mulates a new problem by combining these indi- 
vidual solutions, and uses MBR to solve this new 
problem. We demonstrate the effectiveness of this 
method on several examples involving the causal 
simulation of complex electronic circuits. 

Introduction 
Two computational approaches to problem solving 
have recently gained considerable importance in Artifi- 
cial Intelligence (AI). The first approach, model-based 
reasoning (MBR) [Forbus, 1988; Weld and de Kleer, 
19901, uses a domain model describing the basic en- 
tities in the domain and their interactions to reason 
from first principles about situations of interest. The 
second approach, case- based reasoning (CBR) [Kolod- 
ner, 1984; DARPA, 19901, retrieves, from a memory 
of previous problem-solving episodes, a suitably rele- 
vant problem and adapts its solution to the problem 
at hand. 

The strengths and weaknesses of both approaches 
are well known. MBR, since it reasons from first prin- 
ciples, is especially suited for solving novel problems. 
CBR, since it reasons from previous experience, is es- 
pecially suited for solving frequently encountered prob- 
lems. However, large novel problems pose difficulties 
for both approaches. Model-based reasoning, because 
it involves reasoning from first principles, rapidly be- 
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comes intractable as the complexity and the magnitude 
of the problem increase. Neither is case-based reason- 
ing very effective: as the complexity and the magnitude 
of the problem increase, the likelihood of having pre- 
viously solved a similar problem decreases drastically 
and, even if relevant cases are available, the matching 
costs involved in finding them are prohibitive. 

A commonly applied strategy in AI for solving diffi- 
cult problems is to decompose them into simpler prob- 
lems and to combine the individual solutions to obtain 
the overall solution.. This paper presents an approach 
called prototype-based reasoning that adopts this strat- 
egy. Prototype-based reasoning integrates MBR and 
CBR to exploit their strengths and eliminate some 
of their weaknesses. In this approach, a large novel 
problem is viewed as a novel combination of several 
commonly encountered problems. Accordingly, it uses 
CBR to decompose the problem into familiar cases and 
MBR to compose the individual solutions to obtain the 
overall solution. This paper presents prototype-based 
reasoning, discusses the issues involved in integrat- 
ing MBR and CBR, and describes the additional con- 
straints that must be imposed on CBR, MBR, and the 
domain for successfully solving large novel problems. 
To demonstrate the effectiveness of our approach, we 
apply it to the task of simulating the behavior of com- 
plex electronic circuits. 

rototype-Based easoning 
Briefly, prototype-based reasoning consists of three 
principal stages: 
1) Finding familiar subproblcms. The system uses 
a CBR approach to find all the familiar subproblems 
contained in the given problem. Our CBR approach 
uses an organized memory of previous problem-solving 
episodes (cases) which are indexed by cues [Kolodner, 
19841. The first step in CBR is to match cues to por- 
tions of the problem and to retrieve the indexed cases 
for successful matches. Since it is unlikely that the 
problem will contain subproblems that exactly match 
a case, a partial matcher must be used to retrieve po- 
tential candidate cases. Unlike traditional CBR, our 
approach must also deal with the problem of identify- 
ing the subproblem boundaries; consequently, our sys- 
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tern uses the portion of the problem that matches a 
cue as a seed to generate subproblems of a size com- 
mensurate with the retrieved cases. The second step 
involves adapting the solution of the retrieved cases to 
the subproblems. We use MBR to reason about par- 
tially matched subproblems, reasoning incrementally 
from the retrieved case when possible. 
2) Composing their solutions. Since partial 
matches are possible and the boundaries of the sub- 
problems are not clearly defined, several subproblems 
may overlap, include other subproblems, be covered by 
other subproblems, and so forth. Consequently, our 
system searches for consistent combinations of the so- 
lutions to the individual subproblems which completely 
cover the entire given problem. 
3) Solving the composed problem. Each consis- 
tent combination is formulated as a new problem, al- 
beit greatly simplified in comparison to the original 
problem, and posed to MBR. MBR uses the domain 
model to obtain the solution to the new problem from 

Domain 0 Model 

first principles. Figure 1: The three principal stages of prototype-based 
Figure 1 illustrates the three stages of prototype- reasoning. 

based reasoning. Despite the reduction in the magni- 
tude and the &mplexity of the problems tackled-by 
MBR and CBR, prototype-based reasoning may not 
fare much better than either approach applied directly 
to the original problem. As Figure 1 illustrates, the 
decomposition and re-composition steps introduce sev- 
eral difficult searches including those involved in defin- 
ing the boundaries of subproblems and in consistently 
combining the solutions of the individual cases. Since 
multiple candidates are common, CBR and MBR may 
have to solve many smaller problems, some of which 
may be unnecessary. Consequently, a straightforward 
application of this integrated approach may prove dis- 
astrous for some types of domains and reasoning tasks. 
If prototype-based reasoning is to effectively solve large 
novel problems, these searches must be tightly con- 
trolled, and to achieve this control, we impose sev- 
eral additional requirements on the methods, reasoning 
tasks, and domains: 
I) Primitive Cases: The cases contained in memory 
must be primitive, that is, they must be “building 
blocks” (prototypes) commonly used to construct larger 
problems. By maintaining a library of such proto- 
types, the “hit rate” or the likelihood of finding famil- 
iar subproblems and, consequently, decomposing the 
large problem, is greatly increased. Furthermore, the 
size of the prototypes must be much smaller than the 
problems typically encountered in the domain, thereby 
placing a tight upper bound on the search for the defin- 
ing boundaries of subproblems. 

drastically with this type of learning, since the proto- 
type must be found first, and only later and only if 
necessary, are the variations checked to see if they pro- 
vide a better match. The rationale for this restriction 
is that human experts typically learn the prototypes 
of a domain through instruction but acquire more so- 
phisticated versions through experience. 
3) Limited Combinations: Each prototype must com- 
bine with other prototypes only in a limited number 
of ways. These strong local constraints are used to 
control the search for a consistent combination of pro- 
totypes and unmatched portions of the problem. 
4) Topology Constraints: The large problem must pro- 
vide connectivity information or other guidance for 
combining prototypes, which further restricts the num- 
ber of consistent combinations. 
5) Abstraction: The prototype solution must empha- 
size its functional or behavioral role in the larger prob- 
lem and must abstract away uninteresting details. This 
restriction considerably limits the search conducted by 
MBR to find the overall solution. 

These additional requirements greatly increase the 
effectiveness of the integrated method but they also 
restrict its applicability. However, several interest- 
ing and important classes of problems can still be 
tackled effectively by prototype-based reasoning. Ex- 
amples include determining the chemical structure of 
large compounds, discovering the mechanism of com- 
plex chemical reactions, finding the genetic composi- 
tion of proteins, diagnosing multiple-fault failures in 
a boiler plant, and computing the center of mass of a 
complex regular object. For concreteness, in the next 
section, we investigate prototype-based reasoning ap- 
plied to the problem of finding the causal behavior of 

2) Stable Memory: The number of prototypes in mem- 
ory must remain relatively stable, and new prototypes 
will rarely be learned during normal problem solv- 
ing. However, prototype-based reasoning allows learn- 
ing finer points, subtle variations, or enhancements of 
prototypes, and these are indexed under the prototype. 
The search for familiar subproblems does not increase 
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Figure 2: The schematic 
tional amplifier. 

circuit diagram of an opera- 

complex electronic circuits, and provide additional de- 
tails on how each step in the reasoning is performed. 

The Qualitative Simulation of 
Electronic Circuits 

The qualitative simulation of complex electronic cir- 
cuits is highly amenable to solution by prototype-based 
reasoning. Human experts in this field are adept at 
reasoning about the behavior of complex circuits even 
when they are not familiar with the circuit or its in- 
tended functionality. We conjecture that, through 
instruction, they develop a repertoire of prototypes 
such as differential amplifiers, current mirrors, cur- 
rent sources, emitter followers, Darlington pairs, and 
totem-pole &figurations and, through-experience, be- 
come proficient at recognizing and reasoning with these 
prototypes and all their subtle variations. 

Figure 2 shows the schematic circuit diagram of 
an operational amplifier (OP-AMP). Two commonly 
posed problems, with typical answers from human ex- 
perts, are: 

What happens to the output if the voltage dijeerence 
between the two inputs is increased? 
The change in the output is determined by the two 
differential amplifiers, the emitter follower, and the 
voltage-shunt feedback stages. An increase in the volt- 
age difference between the two inputs of the first dif- 
ferential amplifier results in an (amplified) increase in 
the voltage difference between its two outputs. This 
leads to a (further amplified) voltage decrease at the 
inverting output of the second differential amplifier. 
This results in a decrease in the voltage at the output 
of the next stage, the emitter follower. The voltage 
shunt feedback circuit, the last stage, inverts the direc- 
tion of the voltage change and, therefore, the overall 
output voltage increases. 
How can the input impedance to diflerential voltages 
be improved? 
The differential input impedance is determined by the 
transistor characteristics and the current flowing into 
the collectors of the transistors of the first differential 

Rototvce-based Reasoning 
Step 1: Finding familiar s&circuits (CBR) 

1) Access: 
Find structural cues and retrieve prototypes indexed by the cues. 
Try to match retrieved prototypes with the circuit surroundmg the cue. 
Evaluate partial matches when a perfect match fails. 

2) Adapting prototypes: 
Investigate the relevant portion of the circuit with MBR. 
Compare it with the constraints of the prototype. 
Find the improvement when they have same fiction. 

3) Leaming: 
When a variant of a prototype is found add it to the prototype library. 

Step 2: Combining the causal constraints of prototypes 
1) Croup the prototypes and remaining objects to cover the entire circuit. 
2) Pick the best group and form a prototype-level constraint network. 

Step 3: Solving the prototype-level constraint network (MBR) 
1) Propagate initial values through the network. 

Figure 3: A high-level algorithmic description of 
prototype-based reasoning. 

amplifier. The input impedance can be increased 
replacing the transistors with Darlington pairs. 

by 

Notice that the experts appear to be decomposing the 
circuit into familiar pieces, remembering or adapting 
solutions to these familiar pieces, and reasoning at the 
level of the prototypes to find the solution. This is 
exactly the style of reasoning that we hope to capture 
with prototype-based reasoning. The domain captures 
all five constraints: large circuits are typically built 
from primitive building blocks like current mirrors and 
emitter followers, these prototypes are learned primar- 
ily through instruction and, typically, only variants 
are learned through experience, connections to proto- 
types are through specified input and output termi- 
nals, the given circuit network constrains the building 
of the prototype-level problem, and the prototypes ab- 
stract irrelevant detail (for example, a constant cur- 
rent source prototype focuses on the constraint that 
the current supplied is constant and ignores other in- 
ternal currents and volt ages). 1 

Figure 3 provides a high-level description of the steps 
involved in prototype-based reasoning. We describe 
each of the stages below. 

Finding Familiar Circuits 
CBR is applied iteratively to find all the familiar pieces 
of circuitry in the given schematic diagram. Each iter- 
ation involves three steps: 
I. Access: As in several other CBR systems [Kolod- 
ner, 19841, the prototype library is organized hierarchi- 
cally in the form of a tree with the leaves representing 
prototypical circuit networks that perform a specific 
function or demonstrate a characteristic behavior, and 
with the internal nodes representing the structural cues 

‘A practical re ason for adopting this task and domain 
is that the qualitative physics community has extensively 
investigated this problem, and several MBR methods have 
been developed. We adopt de Kleer’s [de Kleer, 19841 de- 
vice ontology for representing prototypes and their quali- 
tative reasoning approach based on confluences for MBR. 

36 TRANSFORMATION IN DESIGN 



WI [Cl , . vcc 

Mkror 

Figure 4: The prototype library and some of the pro- 
totypes associated with the OP-AMP example. 

Conditions: on(Qlh WQ3, 
Identical(Q 1, Q2), 
m(Ql) <c IdQU, 
Ib(Q2) << Ic(Ql) 

= Ic(Q2) Parameters: Icef, Rl, I#l(Rl), 
WQU, vbe(Ql), WQl), ‘fn, 
Ic(Q21, vbe(Q3, MQ%, Vcc 

Explanations: 

Individuals: Ql, 42, Rl, +VCC, GND A Iref = Ic(Ql)+Ib(Ql)+Ib(Q2) 
coxflguration: A Ib(Q1) cc Ic(Q1) 

Connected(Vcc, #l(Rl)) A lb(Q2) cc Ic(Q1) 
Connected(#2(Rl), C(Ql), B(Ql), A ‘?I2 = It(z) Iref 112 

B(Q2)) 
Ccmm-WE(Ql), E(Q21, Gm) Diffwence Relations~ 

Constraints: ?I2 E Iref ?I2 = Iref - Ib(Q1) - Ib(Q2) 
[Notation] B - Base, C - Collector, E - Emitter 

Figure 5: A current mirror prototype and its represen- 
tation. 

(characteristic pieces of the network consisting of rel- 
evant components and their connections) that index a 
particular prototype. Figure 4 shows prototypes of dif- 
ferential amplifiers and current mirrors along with the 
structural cues used to index them, and Figure 5 gives 
a brief description of the representation of the current 
mirror prototype. During access, the system searches 
the given circuit to find structural cues, and retrieves 
the prototypes indexed by the discovered cues. Next, 
the system attempts to match each retrieved proto- 
type with the actual circuitry surrounding the cue in 
the given network. The cue functions as a seed, and the 
system grows the seed systematically along the connec- 
tivity network of the circuit under the guidance of the 
retrieved prototypes. In Figure 4, the path from [C] 
to the prototype [C’] illustrates this growth. Clearly, 
a termination condition is necessary to stop a fruit- 
less growth. The system uses the retrieved prototype 
to compute a boundary within which the growth from 
the matched cue must provide a successful match. 

To allow for partial matches of new, augmented or 
depleted, versions of the prototype, the matching pro- 
cess starts below the boundary and continues beyond 
the boundary. The limiting upper and lower thresholds 
of the boundary are set for each prototype empirically, 
in advance. The partial matches are first checked with 
the known variations of the prototype. If a perfect 
match is found then the prototype’s solution is used 
along with the enhancements due to the variation. If 
a perfect match fails, the partial matches are evalu- 
ated with a lexicographic evaluation function2 [Michal- 
ski, 19831 that incorporates the following criteria: the 
type of components, the number of components, the 
directly connected components, and the indirectly con- 
nected components. If a partial match passes the lex- 

21n a lexicog ra p hit evaluation function, all matches are 
evaluated according to the first criterion; those that pass 
are evaluated according to the second criterion; and so forth 
until only one match is left or all the criteria are exhausted. 
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icographic evaluation function then it may be a vari- 
ant of the prototype. Figure 4 shows an example of a 
partial match of a sophisticated version [D] of the cur- 
rent mirror [D’] in the prototype. Apart from partial 
matches, multiple prototypes may be discovered for a 
portion of the circuit. Prototype [B] is an example of 
a prototype included in another ([A]). 
2. Adapting Prototypes: The electronics domain is 
not an easy one in which to adapt the solution of a 
prototype3 to a partially matched portion of the cir- 
cuit. The presence or absence of even a single connec- 
tion may make a profound difference in the behavior 
of the matched portion of the circuit (e.g. adding a 
connection that introduces feedback). Consequently, 
in the event of a partial match, we use MBR to inves- 
tigate the relevant portion of the circuit, while making 
an effort to use the information already available in 
the prototype. For example, in the case of augmented 
variations of a prototype, MBR can commence rea- 
soning from the solution of the prototype and extend 
the solution to cover the augmentation. The results 
of the analysis of the relevant portion of the circuit 
are compared with the constraints stored in the pro- 
totype. If the two functions are the same then the 
improvements in the variation are noted and the par- 
tial match is accepted. Otherwise, the partial match 
is discarded. Figure 4 shows an example of a partial 
match of a sophisticated version [D] of the current mir- 
ror [D’] in the prototype. The MBR analysis of this 
partial match yields the constraint [?12 Z Iref] which 
shows that the essential function of the current mirror 
prototype is met. The variation is an improvement on 
the prototype since it more closely mirrors the refer- 
ence current. 
3. Learning: If a partial match is found to be a varia- 
tion of the prototype then it is added to the prototype 
library and is indexed under this prototype. The im- 
provement over the prototype is stored with the vari- 
ation. Figure 4 shows, in dotted lines, the addition to 
the prototype library of the improved variation of the 
current mirror prototype, [D’]. The system does not 
learn new prototypes; it assumes that all the relevant 
prototypes are initially given or are acquired through 
some other form of learning (e.g. explanation-based 
learning on the results of MBR). 

Combining the Causal Constraints of Prototypes 

The system groups the prototypes and remaining prim- 
itive objects in the circuit into sets such that each set 
completely covers the given electronic circuit (that is, 
all the components and all the connections are cap- 
tured uniquely by the set). Several consistent sets may 
be formed-the system picks the one with a minimum 
number of total causal constraints from the prototypes 
and the primitive objects. Intuitively, this selection 

3The solution of a prototype consists of the abstract 
causal constraint(s) that describe its characteristic behav- 
ior or its intended function. 

L 
Diff. Amp2 

in.2, x2 

t W in1 id2) I (:vd xl x2) J Cv 

Important nrototvpe causal constraints 

DE Ampl: (:vd xl x2) =- (:vd in1 in2) R9: (:i x5) = (:vd x4 x5) 
Diff. Amp2: (:v x3) 0~ (:vd xl x2) RlO: (:i x5) 0~ (:vd out x5) 
Emitter Follower: (:v x4) = (:v x3) KVL heuristic for R9: 
Current Mirror: (:constant (:i x5)) (:vd x4 x5) 05 (:v x4) 
Totem-pole: (:v out) =- (:v x5) KCL heuristic for node x5: 

(:v x5) = (:i x5) 
[Notation] :v - voltage, :vd - voltage-difference, (:i x) - current flowing into x. 

Figure 6: The prototype-level constraint network for 
the OP-AMP example. 

corresponds to the highest level decomposition of the 
given circuit . 

Using the selected combination, the system forms 
a prototype-level constraint network (one with proto- 
types rather than the primitive objects) for the cir- 
cuit by replacing the prototypes with their constraints 
and the remaining primitive objects in the circuit with 
their constraints (obtained from the domain model). 
The connectivity in the electronic circuit specifies the 
inputs and outputs to the constraints and the links in 
the constraint network. Figure 6 shows the network 
for the OP-AMP example in Figure 2. R9 and RlO are 
the unmatched portions of the original circuit. 

Solving the Prototype-Level Constraint Network 

In the final step, the system uses MBR to solve the 
prototype-level constraint network for the given cir- 
cuit. The MBR approach that we use is similar to the 
one developed by de Kleer [de Klcer, 19841. The given 
initial values are propagated through the constraint 
network. We use the heuristics described in [de Kleer, 
19841 to continue the propagation if it reaches an im- 
passe. The results of propagating the input value (an 
increase in the differential voltage) are shown in Fig- 
ure 6, and correspond to the English explanation given 
in Section 3. 

Empirical Evaluation 
We have demonstrated our approach on several exam- 
ples from this domain, and Table 1 shows some empir- 
ical data obtained from these examples. We compare 
the results to those obtained from a direct MBR ap- 
proach on the same problem (the high matching costs 
for large circuits and the dificulty in adapting partial 
matches prevented us from applying a direct CBR ap- 
proach). As shown in the table, the MBR method takes 
considerably longer thaa the prototype-based reason- 
ing method and the difference is striking for larger ex- 
amples. Two major factors contributing to this differ- 
ence are: a) The abstraction within a prototype. The 
prototype stores only the functionally or behaviorally 
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relevant abstract constraints. b) The great simplifi- 
cation in the problem solved by MBR. The last two 
columns in the table illustrate the difference in the 
number of primitive elements handled by MBR at the 
prototype level and at the actual circuit level. 

Discussion 
Most CBR approaches do not break up a problem into 
multiple cases; rather, they retrieve a relevant case 
commensurate in size with the given problem. Red- 
mond’s [Redmond, 19901 work on case pieces or snip- 
pets is closely related to our work. He describes how, 
in the course of solving a problem, snippets from mul- 
tiple previous cases are used. While we share the goal 
of solving large problems for which no single relevant 
case is available, there are several important differ- 
ences. We decompose the large problem into sub- 
problems each of which constitutes a case; whereas, 
Redmond views a problem as a combination of several 
pieces of other cases. Also his snippets are different 
from prototypes in terms of primitiveness and context- 
dependency. On a related note, some other CBR sys- 
tems that have used multiple cases or pieces of cases 
in solvin a single problem are MEDIATOR [Simp- 
son, 1985 , JULIA [Kolodner, 19891, and Barletta and 7 
Mark’s system [Barletta and Mark, 1988]. However, 
these systems have not focused on the integration of 
MBR and CBR, while prototype-based reasoning has. 
Goel and Chandrasekaran [Goel and Chandrasekaran, 
19891 describe a different combination of MBR and 
CBR: they show how device models may be used in 
adapting a case to a given problem. While their inte- 
gration does not address the problem described here 
(solving a complex novel problem by decomposition), 
their approach is closely related to our approach for 
adapting partially matched subproblems to prototypes. 
Due to the different tasks addressed (design vs simu- 
lation), the cues used in identifying appropriate cases 
are functional while ours are structural. 

Several MBR researchers have proposed or investi- 
gated the use of functional primitives in reasoning. For 
example, Forbus [Forbus, 19881 suggests recognition- 
the redescription of a system in terms of a functional 
vocabulary (eg. proportional-action controller)-is an 
important style of qualitative reasoning. De Kleer [de 
Kleer, 19841 d escribes how a teleological parse can be 
performed on the causal behavior determined by MBR 
to obtain the functional description of the system be- 
ing analyzed. Our approach differs from this in that we 
use prototypes to directly obtain the causal behavior. 

In this paper, we described prototype-based 
reasoning- an integration of MBR and CBR to solve 
large novel problems. Our ongoing efforts address sev- 
eral of the limitations in our current work and pursue 
new research issues in this area. Some of these include 
learning prototypes through a teleological analysis of 
the results of MBR, modeling and reasoning about pro- 
totypes as functional aggregates, supplementing the in- 
dexing of prototypes by partial behavioral and func- 

Examples CPU lime #of # of 
prototypes components 

PBR(sec.) MBR(sec.) used in step 3 in circuit 
OP-Amp with emitter- 
followers at input stage 166 > 1000 7 28 
OP-amp (Fig. 2) 104 > 1000 5 26 
OP-Amp w/ one diff. amp 30 787 4 16 
Emitter-follower + totem-pole 13 118 3 11 
Totem-pole 9 84 2 
Note: 1. CPU time is measured on W&4/490. 

2. Experiments were stopped after 1000 cpu seconds. 

10 

Table 1: Some empirical performance results of 
prototype-based reasoning and MBR on electronic cir- 
cuit examples of varying complexity. 

tional cues, extending the applicability of prototype- 
based reasoning, and investigating more thoroughly 
the trade-offs involved in prototype-based reasoning. 
We believe that the novel integration of MBR and CBR 
described in this paper is a significant step towards the 
development of effective and practical problem solvers. 
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