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Abstract 
Reasoning about one’s personal schedule of appoint- 
ments is a common but surprisingly complex activ- 
ity. Motivated by the novel application of planning 
and temporal reasoning techniques to this problem, we 
have extended the formalization of the temporal dis- 
tance model of Dechter, Meiri, and Pearl. We have 
developed methods for using dates as reference inter- 
vals and for meeting the challenge of repeated activities, 
such as weekly recurring appointments. 

Introduction 
Intelligently managing a busy personal schedule is not 
an easy task, but it is a ubiquitous one. The benefit to 
be derived from an automated facility for maintaining 
an appointment calendar-with all of the complex con- 
straint management that that entails’--is potentially 
enormous. In the context of CLASM,2 an intelligent 
appointment manager, we have begun to explore the 
utility of AI methods for maintaining a library of com- 
plex activity descriptions, verifying whether an activity 
is possible, and checking the consistency of a temporal 
network of dates and activities. 

An application like CLASM can provide a realis- 
tic testbed for AI temporal reasoning and planning 
techniques, but programs of this kind are rare, no 
doubt because current techniques for maintaining tem- 
poral databases flounder on unconstrained real-world- 
size problems. Appointment calendars, however, come 

*This work was done in part while the first author was 
at AT&T Bell Laboratories, Murray Hill, NJ, and was in 
part supported by ONR/DARPA contract number N00014- 
82-K-0193 and NSF grant number CDA-8822724. 

‘Note that these constraints are not just temporal, and 
are not purely numeric. They can involve resource as- 
signments, preconditions for initiating activities, complex 
goal interactions, management of typical activity sequences 
(scripts), exceptions to such scripts, etc. In any case, the 
problem is incremental, involves much commonsense rea- 
soning, and is not in general amenable to operations re- 
search approaches. 

2CLASM (“CLASSIC Schedule Manager”) is built on 
top of CLASSIC [B rat h man, et ad., 19911. For more details, 
see [Poesio, 19901. 
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equipped with dates, which constitute a natural refer- 
ence system; that is, they can be used to partition the 
temporal data base. Here we explore the leverage that 
dates can give us on the temporal constraint manage- 
ment problem. 

Another obstacle to the utility of current techniques 
in this area is the need to represent repeated activi- 
ties, such as “going to economics class every Tuesday 
and Thursday at lO:OO,” which constitute a large part 
of the normal schedule. The few projects in this area 
have devoted considerable effort attempting to over- 
come the expressive limitations of temporal notations 
that prevent them from dealing with repeated activi- 
ties. However, work is still needed on the representa- 
tion (the language used to talk about repeated activi- 
ties) and especially on the algorithms: to date no algo- 
rithms have been specified for the two most important 
operations needed for the kind of temporal database in 
CLASM, uncovering inconsistencies and detecting po- 
tential overlaps of activities. 

We will first review existing methods for represent- 
ing temporal information, and motivate our choice of 
the TCSP model, a formalization due to Ladkin [1989] 
and Dechter, et al. [1991]. We present the model in 
some detail, introduce our own representation for tem- 
poral information in CLASM, and then turn to the 
more novel aspects of our work. First we show how 
to check consistency and detect overlaps in networks 
containing repeated activities. We then discuss our ap- 
proach to using dates as reference intervals, illustrating 
the improvement achieved. 

nformation About Everyday 
ctivities 

The “temporal ontology” of a system dealiug with ev- 
eryday activities involves two types of temporal ob- 
jects: activities and dates. The temporal information 
that the user needs to specify about an activity a in- 
cludes its duration, and its qualitative relations [Allen, 
19831 with other activities or dates, such as “u is before 
b” or “u takes place next Monday.” Among the most 
important operations that a system like CLASM has 
to perform are verifying that the schedule of activities 
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with metric durations and qualitative temporal con- 
straints is consistent, and detecting overlaps between 
activities. Also useful, although not addressed here, 
is the operation of finding a solution to the schedule, 
i.e., suggesting to the user an organization of his/her 
activities that will fit all the constraints. 

Current techniques for this can be divided into three 
groups. Allen and Kautz [1985] use a representation 
exclusively based on intervals. Special intervals like 
YEAR, MONTH, etc., are used to represent durations. 
They maintain two different networks: one in which 
the links are labeled with (disjunctions of) qualitative 
relations, another in which the links are labeled with 
the relative duration of two intervals (e.g., “the dura- 
tion of I is from 6 to 7 times the duration of J”). This 
representation is very powerful, but has two problems: 
checking the consistency of the network of constraints 
is known to be NP-hard, and therefore only approxi- 
mation algorithms are used [Vilain and Kautz, 19861; 
and there are problems making the algorithm converge 
quickly during relaxation. 

Malik and Binford [1983] and Dean and McDer- 
mott [1987] ( among others) suggest a representation 
based on points, with constraints on the temporal dis- 
tance between points. A constraint on the temporal 
distance of the points Xj and Xi is an inequality of the 
form Xj -Xi 5 c. This approach has recently been for- 
malized by Ladkin [1989] and by Dechter, Meiri, and 
Pearl [1991]. If the application does not require com- 
plex disjunctions of qualitative relations, this method 
has the best complexity results overall. The sim- 
plest temporal distance method proposed by Dechter, 
et al.-STP-has a complete polynomial consistency- 
checking algorithm (O(n3)), and the algorithm for find- 
ing a solution is also polynomial. However, tempo- 
ral distance networks do not have enough expressive 
power to represent certain disjunctions of qualitative 
relations, such as “I is before or after J,” and they are 
not easily extendable to do so. 

Hybrid representations that make use of both points 
and intervals have been proposed by Schmiedel [1988], 
Ladkin [1989], and Ladkin and Kautz [1991]. Two nets 
of constraints are maintained, one of qualitative con- 
straints among intervals and one of metric constraints 
among points. The nets are kept mutually consistent 
by transferring information back and forth. 

Most of the time, the kind of temporal informa- 
tion that needs to be represented in a schedule can 
be transformed into an STP by translating the qual- 
itative relations into metric constraints between the 
endpoints of the related intervals.3 We decided there- 
fore to optimize the performance in the expected case 
by representing the temporal information as an STP, 
and to develop a method based on backtracking for 
those problems that couldn’t be represented as an STP, 

3Kautz and Ladkin [1991] proved that this translation 
can be done in linear time. 

rather than using a hybrid network. We now 
the techniques used for the basic case. 

discuss 

The TCSP model 
A Temporal Constraint Satisfaction Problem (TCSP) 
involves a set Xi, . . .Xn of variables, each represent- 
ing a time point. In general these variables can have 
continuous domains; we will only allow them to take 
integers as values. A constraint is represented by a set 
of intervals { [ur , bi], . . . [a,, bm]}. A binary constraint 
constrains the permissible values for the distance be- 
tween two variables; that is, it represents the disjunc- 
tion(al SXj-Xi <b,)V . ..V(u. <Xj-Xi <bm) 

[Dechter, et al., 19911. Once we introduce a distin- 
guished time point Xe representing “time zero,” bi- 
nary constraints are all we need to represent not only 
the distance between time points but also their abso- 
lute position. A network of binary constraints (binary 
TCSP) consists of a set of variables and a set of binary 
constraints. This network can be represented by a di- 
rected constraint graph. A Simple Temporal Problem 
(STP) is a TCSP in which all constraints contain a sin- 
gle interval. In this case, the constraint graph becomes 
a distance graph, analogous to Dean and McDermott’s 
time map. 

The most important computations on a constraint 
network are (i) determining its consistency, (ii) find- 
ing a solution (that is, a set of values for the variables 
which satisfies all the constraints), and (iii) answering 
queries concerning the set of all solutions. The consis- 
tency problem for a general TCSP is NP-hard. A solu- 
tion to a general TCSP can be generated in O(n3ke), 
where k: is the maximum number of intervals labeling 
an edge of the constraint graph, and e is the number of 
edges, by a brute-force algorithm that generates all the 
labelings (each of which constitutes a STP) and solves 
each of them. In the case of an STP, however, both the 
consistency and the solution problems have complete 
algorithms in O(n3) [Dechter, et al., 19911. 

Two consistency-checking algorithms based on path 
consistency are known to be complete for an STP; 
Mackworth called them PC-1 and PC-Z [1977]. Both 
have a worst case behavior of O(n3). PC-l is essen- 
tially Floyd-Warshall’s shortest-path algorithm. Vi- 
lain and Kautz [1986] used a version of PC-Z, a part 
of which is shown in Fig. 1. The algorithm is so well 
known that no comment should be necessary, except 
to point out that in our version Intervats becomes a 
variable passed to Propagate by Close, for reasons 
that will become clear shortly. Among the two algo- 
rithms, PC-1 has a better constant factor, but PC-Z 
has a better average case performance [Dechter, et al., 
19911, and is therefore the algorithm most commonly 
found in the literature. 

The Temporal Constraint Network 
A schedule defines an STP consisting of two points 
per temporal object (activity or date) and the distin- 
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1. To Close 
2. while Queue is not empty do 
3. begin 
4. Get next < I, .7 > from Queue 
5. Propagate( I, J, Iratervals) 
6. end 

Figure 1: A simple version of path consistency. 

1. To AddJLctivity( a) 
2. for each temporal constraint c of a do 
3. Add-Constraint(c) 
4. DetectJntersections(a) 

5. To Add-Constraint(c) 
6. C c Convert(c) 
7. for each constraint c’ in C between points p and q do 
8. if ‘Tuble[p,q] # c’ then 
9. if Tuble[p,q] + C’ = 0 then {signal contradiction} 
10. else Place <p,q> on Queue 
11. Close0 

12. To DetectJntersections( u) 
13. for each activity b # a do 
14. if PJntersect?( a, a) then (signal overlap) 

15. To PJntersect?(a, b) 
16. not(ub( u) < lb(b) or lb(a) > ub( b)) 

Figure 2: The algorithms for adding activities. 

guished point 0. A data structure called a temporal 
constraint network (TCN) is used in CLASM to repre- 
sent it. The TCN is a graph with one node per activity 
and one link per pair of activities. Activities, rather 
than points, are chosen as nodes of the TCN because, 
first, all of the other information CLASM has to store 
is about activities; and second, the links are a conve- 
nient place to store additional information that cannot 
be represented directly as an STP (see below). 

A schedule is represented in the TCN as follows. Let 
BEGIN(I) and END(I) d enote the initial and final end- 
points of the activity I. 

1. Each node I of the TCN is associated with con- 
straints on the three following distances: END(I) - 
BEGIN(I) (the duration of I), END(~) - 0 (the end 
of I in absolute terms), and BEGIN(I) - 0 (the start 
of I in absolute terms). The record for node I has a 
separate field for each of these constraints. 

2. Each link < I, J > of the TCN is associated with four 
binary constraints: END(J) - BEGIN(I), END(J) - 
END(I), BEGIN(J) - END(I), and BEGIN(J) - 
BEGIN(I). These constraints are stored in fields of 
the record associated with the link. 
The functions required to add an activity to the net,- 

work are shown in Fig. 2. 4 The most complex oper- 
ations performed by AddActivity are checking the 
consistency of the STP (via calls to Close caused by 
calls to Add-Constraint) and detecting intersections 

*In this and later figures, read P-Intersect as short for 
PossiblyJntersect. 

of a with other activities. Add-Constraint first con- 
verts a constraint c from qualitative to metrical terms 
usin Convert (essentially from [Kautz and Ladkin, 
1991 ); ‘j it then calls the function Close (see Fig. 1) 
to infer the consequences of the addition of c. Once 
the constraints have been propagated, the system can 
check whether a has a non-empty intersection with 
other activities using etectlntersections. The ac- 
tivities a and b inte t iff (in Allen’s notation) a (o 
oi s si f fi d di) b. The functions returning the upper 
bound ub and lower bound lb of an activity used in 
Fig. 2 are defined in the obvious way. Since Close is 
in O(n3) and Convert is linear, Add-Constraint is 
in O(n3). 

We have so far not mentioned dates at, all. Since the 
temporal constraints among dates are known a priori, 
letting the temporal constraint propagation algorithm 
try to recompute them would be a waste. Therefore, 
we do not want nodes in the TCN representing dates. 
At, the same time, however, we need to express rela- 
tions between dates and activities (since, for example, 
we might want to say “go to New York on Monday”), 
and dates are very useful for partitioning the TCN, as 
shown later. We make dates transparent to the con- 
straint propagation algorithm by converting the con- 
straints between activities and dates into constraints 
between activities and point 0, as follows: 

1. A constraint among two dates is never added to the 
TCN, since the system can compute it; 

2. A mixed constraint of the form a 5 Xj - Xi 5 b 
in which one of the points-say Xi----is the endpoint 
of a date, is converted into a constraint between Xj 
and 0 in the following way: Let a’ 5 X; - 0 5 b’, 
then a + a’ 5 Xj - Xi+Xi-0 5 b+b’. (This 
transformation is again done by Convert.) 

Data about the performance of the constraint propaga- 
tion algorithm, presented below, show that this simple 
transformation is very effective. 

epeated Activities 
None of the four proposals for representing repeated 
events that we are aware of [Leban, et al., 1986; 
Ladkin, 1987; Poesio, 1988; Koomen, 19901 is com- 
pletely satisfactory. Ladkin and Koomen make inter- 
esting proposals about languages for representing re- 
peated activities, but these are too simple even for our 
limited purposes. None of the proposals includes al- 
gorithms for detecting overlaps among activities or de- 
tecting inconsistencies in networks containing repeated 
activities. In this section we will present, a simple lan- 
guage that meets our needs, and two such algorithms. 

A Simple Language for Specifying 
Repeated Activities 
A repeated activity (RA) is a sequence al -< . . . 5 a, 
of temporal objects of the same type (the elements). 
The activity definition language of CLASM includes 

POESIO & BRACHMAN 255 



two constructs for specifying repeated activities. The 
expression (seq <type> <quant>) defines a repeated ac- 
tivity containing <quant> consecutive elements of type 
<type>. (<quant> can be a natural number or every.) 
For example, (seq monday every) denotes the sequence 
of all Mondays. 

The expression (tie <type> (R <ra>) <qua.nt> <ref 
date>) defines a repeated activity each of whose ele- 
ments is of type <type> and is related to an element 
of <ra> by R. (At the moment, R ‘can only be a strict 
containment relation; the algorithm shown below only 
works when R is si.) The <quant> specifies how many 
elements there are within <ref date>: one per element 
of <ra> or less. For example, 
(1) (tie (and CLASS (dur "lht')) 

(si (seq (hour 4 monday) every)) 
every 
(and (s (day january 21)) 

(f (day may 12)))) 

defines a “one-hour class that meets every Monday at 
4~00, and which starts on January 21 and ends on May 
12,” that is, a sequence of activities of type CLASS, of 
duration one hour, each of which is in the si rela- 
tion to an element of the RA denoted by (seq (hour 
4 monday)). 

Algorithms for Checking Consistency and 
Detecting Overlaps 
The ideal method for representing repeated activities 
would require a minimal increase in the size of the 
TCN, and would not increase the complexity of the 
constraint propagation algorithm. Here are some pos- 
sibilities: 

Expand each RA as it gets added to the schedule. 
This is the simplest method; it does not in fact re- 
quire any change to the representation or the algo- 
rithms. It cannot be used with infinite RAs, but one 
may limit the user to use bounded RAs only. The 
real problem with this method is that one node per 
element of the RA has to be added to the TCN. 
Instead of expanding each RA, use two different 
kinds of nodes in the TCN, and define new algo- 
rithms for consistency checking and for detecting 
overlaps. With this method, only one node per RA 
is added to the TCN. Overlap detection can also be 
done quite efficiently, as shown below. The problem 
is how to ensure consistency, and how to find a solu- 
tion to the network (although this is not a problem 
we have been concerned with). 
Proceed as in case 2, but expand the RAs when they 
are referenced by the constraint propagation algo- 
rithm. That is, when an activity has to be added, 
its reference date can be computed using the algo- 
rithms presented above, and then all RAs that over- 
lap with that reference date get expanded “within 
the bounds of that reference date.” This method is 

slightly more complicated than method 1, and it is 
not guaranteed to have a better performance. 

We are currently testing the first two possibilities. The 
first method is not difficult to implement; all it requires 
is a way of expanding an RA. The second and third 
methods also require that certain information be kept 
about RAs. For each RA CLASM adds to the TCN a 
special node, which includes, among other things, the 
following information: 

The period. This is the distance between the mini- 
mum starting point of each element of the RA and 
the minimum starting point of the next. The period 
of RAs like (seq monday every) is known a priori; 
the period of an RA defined using tie is derived 
from the tied RA. For example, the period of the 
RA in (1) is derived from the period of (seq (hour 
4 monday) every). 

The duration of each element of the RA, if known. 
The step, if known. This is the distance between the 
end of each element and the beginning of the next. 

The algorithms for consistency checking and overlap 
detection presented in Fig. 2 need not be changed when 
the first or third method are chosen. New algorithms 
are however required to implement the implicit method 
for representing RAs. In particular, we need new algo- 
rithms for detecting inconsistencies and intersections. 
Consistency checking is rather easy to implement. If 
one can guarantee that the RA itself is internally con- 
sistent, all that is required is to ensure that the RA 
as a whole will not create inconsistencies. This may 
be done by adding to the TCN as a node the convex- 
ification of the RA, defined by Ladkin 119871 as the 
minimum convex interval with the same lower and up- 
per bounds as the RA. (Ladkin’s convex intervals are 
analogous to our atomic temporal objects, while his 
non-convex intervals are analogous to our repeated ac- 
tivities.) 

The only non-obvious algorithm is the one required 
to detect the intersection of two RAs, or of an RA and 
an atomic (non-repeated) activity. The new version of 
Plntersect? is shown in Fig. 3. (The purely atomic 
version from above, now called PIntersectAA?, is 
used in Fig. 3 as a subroutine.) The parameters of 
P-Intersect? are a (possibly repeated) activity A, a 
repeated activity RA, and a reference date RD. (For 
simplicity, we have omitted the case when both argu- 
ments are atomic activities, handled using the previous 
version of the function.) Ceiling*(x) returns the ceil- 
ing (smallest integer greater than or equal to) of 2 if x 
is positive, 0 if negative. Period(x) returns the period 
of an RA. In order to understand how PJntcrsect? 
works, it is useful to think of a repeated activity as a 
line split into a sequence of adjacent segments of the 
same length (its period). The first if clause checks 
that, indeed, A and RA may intersect, and that they 
have a non-empty intersection with RD, using Lad- 
kin’s Convexify function (see above). There are then 
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1. To PJntersect?( A, RA, RD) 
2. if lP,Intersect44?(RD, Convexify(lb(A), ub(A))) V 
3. -rPJntersectJLA?(RD, Convexify(lb(RA),ub(RA))) V 

4. ~P,Intersect44?(Convexify(max(lb(RD),lb(A)), 
min(ub(RD),ub(A))), 

Convexify(max(lb(RD), lb(RA)), 
min( ub( RD),ub( RA)))) 

5. then return NIL 
6. else 
7. if A is atomic 
8. then PJntersectAR.A?(A, RA, RD) 
9. else PJntersectlRAJLA?(A, RA, RI)) 

10. To PJntersect&LRA?(A, RA, RD) 
11. I1 c lb(RA) + 

(Ceiling*((lb(RD) - Ib(RA)) / Period(RA)) x 
Period(RA)) 

12. 
13. 

12 c m.ax(lb(A), Ib(RD)) 

14. 
K I; -dub(A), ub(RA), ub(RD)) 

= lb(RA) A lb(RA) # lb(RD) then 
15. 11 c 11 + Period(RA) 
16. if 11 > ub(A) then return NIL 
17. if 11 > ub( A) then 
18. if 11 > lb(RA) A 12 5 (II-Step(RA)) 5 U 

then return T 
19. else return NIL 
20. if 12 > ub(RA) then return NIL 
21. D + I, - I1 
22. if D 2 Period(RA) then 

D c (D mod Period(RA)) 
23. if D < Step(RA) then return T 
24. if (12 - D+Period(RA)) < U 

then return T 
25. return NIL 

Figure 3: Detecting overlaps between activities. 

two separate cases. If A is atomic, the function re- 
turns T iff the lower bound of one of the segments of 
RA that fall within RD is also contained within A. 
This happens if the activity part of the first segment 
of RA within RD’s bounds (whose leftmost bound is 
11) falls within the part of A within RD (line 18), or 
if one of the other elements of RA does (lines 23 and 
24). The proof of correctness by cases is elementary 
but long; PhtersecLLRA? is in O(1). 

If A is a repeated activity, the algorithm in Fig. 4 is 
used. One has again to find the lower bounds 11 and 
12 of the first elements of RA and A that fall within 
RD. Then one has to find the first time at which one 
element of the repeated activity with period P2 falls 
within an element of RD. Two cases have to be consid- 
ered, depending on whether Pr and P2 are relatively 
prime or not. If they are, one can just look for the first 
time at which the repeated activity with the smallest 
period will fall within an element of the other activity, 
and check that this happens within RD. Again, it is 
easy to see that the algorithm is indeed correct and 
complete; and the cycle at line 14 will require at most 
P2 iterations. 

Dates as Reference Intervals 
An average realistic schedule defines a simple tempo- 
ral problem with a large enough number of nodes than 
even the O(n2) average performance of PC-2 is inad- 
equate. Two solutions are usually proposed: either 

1. To PJntersectR.AJtA?(RAl, RA2, RD) 
2. I1 + Ib(RA1) + 

(Ceiling*((lb(RD) - lb(RA1)) / Period(RA1)) x 
Period( RA 1)) 

3. if 11 > ub(RA2) then return NIL 
4. I2 t lb(RA2) + 

(Ceiling* ((lb(RD) - Ib(RA2)) / Period(RA2)) x 
Period(RA2)) 

5. if 12 > ub(RA1) then return NIL 
6. D c abs(l2 - 11) 
7. U c min(ub(A), ub(RA), ub(RD)) 
8. if Period(RA1) and Period(RA2) are relatively prime 
9. then 
10. PI + max(Period(RAl), Period(RA2)) 
11. P2 + min(Period(RAl), Period(RA2)) 
12. ifP1 = Period(RA1) then 

R c Period(RA1) - Step(RA1) 
I3 + 12 

13. else do the same but exchange RAl with RA2 
and 12 with 11 

14. find the first K such that 
0 5 D+ (K x P2) mod PI 2 R 

15. if (B+ (Kx P2)) < U then return T 
16. else return NIL 
17. else 
18. if 12 2 11 then 
19. PI +- Period(RA1) 
20. S1 + Period(RA1) - Step(RA1) 
21. P2 + Period(RA2) 
22. S2 c Period(RA2) - Step(RA2) 
23. L + I1 
24. else assign L, 9, S1, P2 and S2 in the opposite way 
25. if D 2 PI then D + (D mod PI) 
26. if D < S1 then return T 
27. if L + PI > U then return NIL 
28. if0 < D < P2 then 
29. if(P1 > P2) A (D+S2 > 

(((Pl - P2) / mcd(Pl, f’2)) x mcd(Pl, f’2))) 
then return T 

30. if (PI 5 P2) A (PI < D + S2) then return T 
31. else return NIL 
32. if D = P2 then return T 
33. if (D mod P2) < S1 then return T 
34. return NIL 

Figure 4: Finding overlaps between repeated activities. 

use faster but incomplete algorithms, or reduce the 
size of the problem via reference intervals [Allen, 1983; 
Koomen, 19901. 

Reference intervals are a way to trade off assertion- 
time work against query-time work. A reference in- 
terval for interval 1 is an interval J that properly 
contains I. The hierarchy of reference intervals en- 
codes information about the relations between inter- 
vals: for example, if the activity MAILING-CAMERA- 

READY-COPY is before the activity ATTENDING-AAAI- 

91, and the activity PRESENTING-PAPER is contained 
within ATTENDING-AAAI-91, then MAILING-CAMERA- 

READY-COPY is also before ATTENDING-AAAI-91. The 
reference hierarchy can be used to reduce the number 
of nodes among which a constraint C has to be prop- 
agated. When C is added, if the constrained nodes 
I and J have the same reference interval Ii, the only 
nodes considered for propagation are those with refer- 
ence interval Ii; we can infer the relation of I and J 
with other intervals from the reference hierarchy. In 
this way the time to query the network becomes loga- 
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rithmic (rather than constant) but the time for assert- 
ing a constraint becomes almost linear (see [Koomen, 
19901 for details). 

The most detailed proposal for dealing with refer- 
ence intervals is by Koomen. His system automatically 
organizes the intervals in a reference hierarchy using 
the information given by the strict containment rela- 
tions, and eliminates “cross-links” between subtrees of 
the reference hierarchy whenever the information they 
carry can be inferred from the reference hierarchy. 

Koomen achieves a considerable speedup in this way. 
His algorithm, however, does not exploit the fact that 
dates constitute an excellent reference hierarchy.5 Us- 
ing dates appropriately, one gets a reference interval 
for any two pairs of temporal objects; this is true not 
only for systems like CLASM but for other applications 
as well6 Another problem with Koomen’s system is 
that most of its speedup comes from cutting the cross 
links, which in our application carry information about 
distance that cannot be recovered from the reference 
hierarchy. 

Let the propagation set of a constraint C be the set of 
temporal objects among which C is propagated (that 
is, the set Intervals on which CIose calls propagate 
in line 5 of Fig. 1). The propagation set of the con- 
straint C between the points P and & is defined as 
the set of activities which possibly intersect the refer- 
ence date of P and Q. The reference date of P and & 
is defined as the smallest date (year, month, week or 
day, or dense sequence of them) that properly contains 
both P and Q, unless one of P or Q is the point 0, in 
which case the reference interval is defined as the small- 
est date which properly includes that among P and Q 
which is not 0. For example, the reference date of an 
activity happening at 4pm today and an activity hap- 
pening at 6pm today will be this day. The reference 
date is computed by first determining the minimum 
among the lower bounds of I and J and the maximum 
between their upper bounds, and then determining the 
minimum date that contains both bounds. The overlap 
with the reference date is determined by Plntersect? 
shown in Fig. 2.7 

In this way, we compute only those consequences of 
C that cannot otherwise be derived from the reference 
system. For example, if a is properly contained within 
January 27, 1991, and b is properly contained within 
January 28, 1991, we do not compute the constraint 
on the distance between a and b when checking the 
consistency of the database. We do however compute 
the consistency of the constraints between a, b, and c 

5Unless one introduces into the TCN one node per date, 
which of course we want to avoid. 

‘However, a system like CLASM may exploit dates bet- 
ter than the planning systems Koomen had in mind. 

7At the moment, we only use calendar dates as refer- 
ence intervals. It would be a straightforward extension to 
have the algorithm use other fixed temporal objects such 
as “summer” or “AAAI-91” or “my vacation.” 
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considered by 
CLOSE 

(18.9) (9.7) (16.4) (7.9) 

inferred (av) 
av. tune per 
assertion (sec.) 

(12.0) (3.5) (12.3) (3.1) 
97.89 
(7.67) 

Table 1: Results of the measures. 

if all we know is that they are all properly contained 
within January 27. The claim, then, is that the only 
consequences of a constraint between the points Xj 
and Xi that cannot be derived from the date system 
are 

1. 

2. 

constraints on the relations between those activities 
that fall in the same reference date as those whose 
endpoints are Xj and Xi, or 

the constraints on the relations between the said 
activities and those whose absolute position is un- 
known. 

Experimental Results 

Eliminating dates from the TCN and using them as 
reference intervals turned out to have a very positive 
effect. Our measures are reported in Table 1. The 
columns indicate the version of the system used: NC- 
NR means no conversion to absolute times, no elimina- 
tion of the dates, and no use of reference dates; C-NR 
means conversion to absolute times, elimination of the 
dates, but no use of reference dates; etc. The data 
in the table were obtained by running two sample ses- 
sions, one (figures in parentheses) in which extensive 
use was made of reference intervals when specifying 
activities, the other in which most activities did not 
have a precise temporal location. (No repeated activ- 
ities were defined.) The average time required to pro- 
cess an assertion with reference dates and conversion 
is 5% of the time required with neither. The big win 
is the conversion of the constraints to eliminate dates: 
that alone reduces the time to l/15 of the previous 
value, and the number of constraints to be stored to 
l/3. Using dates as reference intervals further reduces 
the number of constraints which need to be stored to 
25%, especially when extensive usage of reference dates 
is made. The average number of calls to Propagate 
for each addition of a metric constraint was computed 
in order to test whether PC-2 really performs better 



than PC-l in practice. 8 The figures in the table seem 
to support the choice of PC-2 over PC-l: the average 
number of calls to Propagate is well below the cube 
of the size of the net. 

Conclusions 

We have shown how to extend the standard temporal 
distance method to make it usable by a program that 
can reason about the schedule of its user. We have 
demonstrated that reducing the size of the problem 
by using relatively simple observations about the do- 
main does lead to significant improvements, and should 
therefore be pursued with the same vigor as the search 
for tradeoffs between expressive power and efficiency. 
We certainly think that better algorithms for partition- 
ing the TCN can be developed, and methods not based 
on constraint propagation have recently been proposed 
that look very promising [Miller and Schubert, 19901. 

We have also shown that checking the consistency of 
the schedule and detecting overlaps between activities 
can still be done in O(1) when the temporal database 
includes repeated activities of a certain form. 

We are currently developing a method for obtaining 
the additional power required to say, for example, that 
activity 1 is either before or after activity J, without 
using representations that do not have complete poly- 
nomial consistency checking algorithms. Ladkin and 
Maddux [19SS] list 13 “simple” and 174 “composite” 
relations (disjunctions of simple relations) that can be 
converted without loss of information into Vilain and 
Kautz’s point algebra (a subset of TCSP). As long as 
only (a subset of) these relations is asserted, the prob- 
lem stored in the TCN can be solved by the methods 
presented so far. When more complex disjunctions are 
asserted, only the maximal subset of the disjunction 
that can be represented in an STP is added to the TCN, 
and the difference is stored away in the link. For ex- 
ample, if the user asserts that I (b a) J, I b J is 
asserted, and (a) is stored in the link between I and 
J. When an inconsistency is detected, CLASM tries 
to backtrack: it looks at the assumptions from which 
the inconsistent constraint was derived; if any of these 
assumptions derives from a simplification of the orig- 
inal assertion, it is retracted, replaced with the next 
representable subset of the original assertion, and the 
system propagates again. 
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