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Abstract 
This paper describes an interdisciplinary experiment 

in controlling semi-autonomous animated human forms 
with natural language input. These computer-gener- 
ated characters resemble traditional stage actors, in that 
they are more autonomous than traditional hand-guided 
animated characters, and less autonomous than fully 
improvisational agents. We introduce the desktop tkeatev 
metaphor, reserving for users the creative role of a 
theatrical writer or director. 

I. introduction 
Much animation research has been devoted to 

the two extreme ends of the scale of autonomous 
behavior. In traditional animation, a character’s 
behavior is fully guided by the artist [Thomas 811, 
[Jones 891. This approach can achieve astounding 
results, but only through comparably astounding 
investments of both skill and labor. At the other 
extreme, agent- or simulation-based techniques 
[Johnson 911, [Bates et al 921, [Loyal1 et al 931 give 
rise to fully autonomous characters, improvising 
behavior in real-time with little creative input 
required from the user once the initial conditions 
are set up. 

This paper describes a system called Divadlo2, 
for controlling semi-autonomous characters, 
whose improvisational skills lie somewhere in 
the middle of the autonomy spectrum. Like tradi- 
tional stage actors, their behavior is largely con- 
strained by an external source (the script and 
stage directions, provided by the user). Such a 
system might be called a desktop tkeater3, system 
since it reserves for users the creative role of a 
theatrical writer or director. This gives the user 

*This paper describes work done at the MIT Media Labo- 
ratory, Cambridge, Mass., completed in 1991. It was sup- 
ported in part by an equipment grant from Hewlett-Packard 
Corporation, and research grants from Toshiba and the 
Nichidai Fund. 

*Diuudlo is Czech for “theater,” as robot is derived from the 
Czech word for “worker”. 
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the potential to realize specific creative ideas with 
significantly less effort than traditional anima- 
tion techniques. 

In typical usage (Figure la-b), a user enters 
natural language commands, either as individual 
sentences or as paragraphs, describing a scene. 
Statements describing initial conditions take im- 
mediate effect. As characters and objects are in- 
troduced, positioned, and otherwise specified, the 
graphics display is updated in real time. State- 
ments describing actions or transformations of 
non-zero duration are accumulated in parallel 
and/or serial combinations into a plan, which is 
refined and rendered into an animation. This last 
step is performed offline, not interactively, due to 
performance limitations in the graphics sub- 
system. 

This system was inspired in part by the vision of 
an interactive fantasy system [Laurel 861, and in part 
by SHRDLU [Winograd 721, in which a semi-autono- 
mous agent manipulated simulated blocks and pyra- 
mids in a 3d environment in response to a natural 
language dialog with the user. Other efforts at story 
animation generally output 2d forms [Kahn 791, 
[Takashima 871, avoiding the many problems of 3d 
representation and control. We are aware of only one 
other group [Badler et al 911 which has assembled a 
significant architecture to enable natural language con- 
trol of animated 3d human forms. 

Perhaps the most challenging aspect of building 
such a system was the need to integrate specialized 
information for natural language, 3d graphics, plan- 
ning, and robotics. Rather than focusing on developing 
any one particular theory or subsystem, we observed 
that the parts interact in combination to produce both 
synergies and compromises in design and perfor- 
mance. 

3This is by analogy to “desktop publishing” systems, 
which reduce the skills and labor needed for document 
publishing while reserving the creative aspects for users. 

From: AAAI-94 Proceedings. Copyright © 1994, AAAI (www.aaai.org). All rights reserved. 



Figure I a: A transcript of user interaction 2. i Knowledge base 
p> New scene. 
Creating a new scene: SCENE.1 
p> The characters in this scene are John and 
Mary. 
Adding actors to the scene: (JOHN MARY) 
p> John’s shirt is green. 
OK. 
p> He's left-handed. 
OK. 
p> There's a desk at stage left. 
Introducing a new object: DESK.1 
p> It's facing center stage. 
OK. 

(more stage layout directions)... 
$-In this scene, John gets angry. 
New action: BECOME.1 
p> He offers the book to Mary rudely, but she 
refuses it. 
New actions: (OFFER.1 REFUSE.11 
p> He slams it down on the table. 
New action: SLAM.1 
p> Mary cries while John glares at her. 
New action: (CRY.1 GLARE.11 

Figure I b: The scene specified in figure la, above 

Figure 2: System overview 

Knowledge base 

User _ 
input 

Renderer + Ammat!on 

Figure 2 shows an overview of the system’s struc- 
ture. A parser (and simple generator) handles input 
from the user, and a graphics subsystem generates and 
records the output animations. A knowledge base is 
used to maintain a library of potentially useful objects 
and actions, as well as knowledge about objects and 
actions instantiated in the current scene. Knowledge 
about scripts, plans, goals, resources, and robotic mo- 
tor skills is used to refine the user-specified plan into a 
detailed animation script. 

At the center of the system is a frame-like knowledge 
base implemented in ARLOtje [Haase 901. Units in 
ARLOtje are organized into class hierarchies, and each 
unit is distinguished by the values stored in slots it 
possesses or inherits from other units. By using one 
representation scheme for all these different compo- 
nents, the task of sharing knowledge among them is 
greatly simplified. For example, the unit representing 
the notion of a chair contains linguistic information 
(“chair” is a noun), physical information (the shape and 
color of a chair), and functional information for reason- 
ing (chairs are for sitting on). 

The knowledge base includes: 

a A grammar and lexicon, grounded in the object, 
pose, and script library, for use by the natural lan- 
guage parser and generator. 

0 A semantic network describing characters, objects 
and their attributes, including: 

l Quantitative 3d geometrical knowledge: shapes, 
positions, orientations, and hierarchical relation- 
ships among objects. 

. Quantitative color, shading, and texture informa- 
tion about each object for use by the graphics 
subsystem in rendering. 

l Qualitative information about object attributes, in- 
ferred from quantitative information. This allows 
the parser to disambiguate references like “the 
downstage chair” or “the blue book”. This also 
greatly facilitates resource planning, such as iden- 
tifying unoccupied chairs before sitting, or clear 
portions of table surfaces before placing objects. 

0 Qualitative information about the actor’s status, 
such as its posture (sitting or leaning), emotional 
state, or immediate goals or constraints. 

0 Poses; partial specifications of typical body postures 

e Scripts describing actions, including preconditions, 
postconditions and other constraints. These include: 

. A repertoire of high-level tasks for specification by 
the user. 

l A repertoire of low-level motor skills, such as stand- 
ing or grasping. 

@ Rules describing partial rewriting of plans when 
certain patterns are detected in them. 
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In addition, the units are surrounded by utility func- 
tions containing heuristic rules which capture special- 
purpose knowledge. These largely reside in or are 
invoked by demons on a unit’s slots, and are used to 
constrain or compute values as they are needed. 

2.2 Object representation 
The “actors” in this system are derived from one of 

two (one male, one female) fully articulated human 
forms, rendered in 3d. Each figure is a tree of 44 rigid 
polyhedra (about 2000 polygons), connected by joints 
of one or more degrees of freedom. While this is still 
more doll-like than realistic, it is enough detail to 
simulate posture down to individual knuckles on the 
hand. A specific actor can be instanced and given 
customized body dimensions, clothing, body, or hair 
color. 

Symbolic annotations are used to correlate polyhe- 
dra and their attributes to units in the knowledge base. 
For example, asserting that a character is wearing 
tennis sneakers would cause certain polygons to be 
colored white. This sort of knowledge-enhanced mod- 
eling, by integrating symbolic and traditional anima- 
tion data, greatly reduces the effort required to popu- 
late a scene with models. 

In addition to actors, the system has a stock of about 
30 kinds of props, including furniture, office equip- 
ment, plumbing fixtures, and appliances, all of which 
come in a variety of decorator colors. Knowledge about 
each prop includes shape, lexicon entries, attribute- 
based variants (such as numerical values for “large” 
and “small” in the case of boxes), and constraints on 
positioning and usage. Light sources and camera angles 
are also available for creation and manipulation through 
natural language commands. 

To get a handle on controlling the human form, we 
use a data structure called a pose to represent partial 
configurations. A pose is a tree whose nodes are coor- 
dinate transformation matrices with symbolic annota- 
tions. For example, an “ok” hand gesture is a pose 
capturing the tree of joint rotations on one hand (rooted 
at the wrist), with the thumb and forefinger forming a 
circle. A “salute” is a pose which captures the entire 
body’s skeletal tree in a military salute. Recalling, 
combining, or simple interpolation of such poses greatly 
enriches the repertoire of possible movement. Thus, a 
character can salute and then bring the hand forward 
to give an “ok” gesture. 

Poses turn out to be convenient for describing inani- 
mate, articulated objects as well. Refrigerators can be 
open or shut and chairs can be reclined by applying 
appropriate poses to them. 

2. inguistic knowle 
Divadlo’s parser is derived from BUP, a bottom-up 

parser for augmented phrase-structured grammars 
[Finin 851. The lexicon is grounded in several hundred 
units in the knowledge base, including the instantiable 
objects and behaviors, as well as units for attributes 
such as adjectives and adverbs. 

The parser supports resolution of pronouns, many 
common contractions, prefixes and suffixes, verb con- 
jugation, and input of arbitrary number and string 
constants. Pronouns are resolved using a few simple 
heuristics such as gender or most-recent reference. 

The grammar consists of about a hundred rules. In 
general, input falls into three broad categories: queries, 
commands, and statements. The system is non-modal; 
any kind of input can be entered at any time, and 
multiple inputs can be concatenated into a paragraph 
for block execution. 

2.3. I Queries 
Queries allow the user to interrogate the system with 

questions like “Where’s the chair?“, “Who is eating the 
pie?“, or “Is John left-handed?” As each query is parsed, 
the knowledge base is searched and a simple generator 
is used to create the answer. There are 8 categories of 
queries (corresponding to who, what, where, etc.), 
each with its own ad hoc rules for generating database 
searches and generating English responses. 

In response to a question like “Where’s the chair?“, 
Divadlo prints something like "T h e red c h a i r i s i n 
f r o n t of t h e d e s k", which is arguably better for end- 
users than something like "CHAIR. 1 AT- LOCATION 
( 45 .3 3.7 >” The system takes advantage of the fact 
that both numerical and symbolic information is stored. 
Since, in this hypothetical case, the chair was not moved 
sinceitwasoriginallyplaced (AT-LOCATION (FRONT- 
0 F D ES K .3 > >, this attribute is still available for use. If 
the chair had been moved to an arbitrary location with 
no symbolic significance, the generator might infer 
another descriptive phrase from the coordinates, such 
as “The red chair is downstage.” 

2.3.2 Commands 
The user issues commands to Divadlo in order to give 

control information outside the narrative of the scene 
being constructed. These include commands for con- 
trolling the graphics subsystem (“Record”), inspecting 
objects in the knowledge base (“Inspect the chair”), or 
terminating the program (“Quit”). 

2.3.3 Statements 
Most input forms are statements, which describe the 

scene. While commands are all imperatives, statements 

130 The Arts 



are distinguished by a simple trick: they are all third- 
person declaratives. A statement in present continu- 
ous tense, e.g. “John is sitting on the chair,” is taken as 
an initial condition and is executed immediately, just 
as a stage direction in a script would be. A statement in 
present simple tense, e.g. “John sits on the chair,” is 
taken as an action to be executed during the scene (see 
below). 

Actions are units that represent processes that occur 
over time. This includes elements of an actor’s behav- 
ior, a continuous change to internal or mental states, or 
environmental changes. The expressive nature of a 
character’s behavior is largely expressed by the choice 
of actions to portray a given task, or by the values of 
animation control parameters which modulate task 
execution. 

Since Divadlo cannot animate in real time, actions 
derived from user statements are added to a single 
global plan, from which an animation is eventually 
compiled and rendered in a batch operation. By de- 
fault, each new action specified in a statement is ap- 
pended to the scene’s plan, or script, in serial order. 
Parallel actions can be specified with compound state- 
ments such as “While action,, action ” or “&i~n, as 
action,.” A special kind of parallel act&n, whose dura- 
tion spans the entire scene, can be specified with a form 
like “In this scene, action,.” 

Since it is assumed that the user provides relatively 
concrete instructions, no attempt is made to perform 
sophisticated problem-solving, e.g. “James Bond then 
rescues all the prisoners.” It suffices to traverse the 

global plan top-down, expanding actions into succes- 
sively finer detail. This is described in section 3, below. 

2.4. I Motor skills 
The lowest level unit that actually implements an 

action is a motor skill [Zeltzer 821. A motor-skill action 
has a S K I L L - C 0 D I N G attribute which contains a lisp 
function which actually does the “dirty work” of posi- 
tioning the joints and limbs of the actor over time. 

To implement this function, a variety of techniques 
are used, appropriate to the skill. Some of these are 
surveyed in [Calvert 911. The simplest skills, like WA V E - 
H E L LO, are interpolations of stored poses (or keyframes), 
specifying joint angles on the actor’s arm. Divadlo has 
a set of tools that supports a variety of keyframing 
techniques, including linear and spline interpolation, 
several different representations for joing rotation and 
displacement, and smooth merging of multiple, par- 
tially specified keyframes (e.g. allowing an actor to 
snap its fingers while waving hello). 

Skills may also use more advanced techniques, like 
inverse kinematics, which is used by skills like R E A C H, 
which places the actor’s hand at a given point in space. 
Walking uses a special hybrid algorithm similar to the 
one used in [Sims 871. Full dynamical modeling is not 
yet supported in Divadlo, though many others have 
demonstrated dynamics-based control models for ani- 
mated human forms [Girard and Maciejewski 
851 [Badler et al 931. 

Figure 3 shows a typical motor skill for sitting, which 
uses a combination of inverse kinematics (to keep the 
feet placed on the floor and guide the actor’s posterior 
to the chair’s seat) and key framing (to rotate the hands 
naturally). 

Figure 3: A typical motor skill for sitting 
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Figure 4: A typical script describing sitting 

(defscript sit 
((agent (find-plausible-agent this-action)) 
(chair (find-plausible-chair this-action)) 
(current-occupant (get-value (my chair) 'occupant))) 

(already-sitting 
:doc ("No 'need to SIT, - -a is already sitting down." (my agent)) 
:test (equalp (my agent) (my current occupant)) 
:script (delete-action this-action)) 

(already-occupied 
:doc ("-a currently occupied by -a, evacuate it." (my chair) 

(my current-occupant)) 
:test (and (not (null (my current-occupant))) 

(not (equal (my current-occupant) (my agent)))) 
:effects '((occupant ,(my chair) (my agent)) 

(posture ,(my current-Occupant) standing) 
(posture ,(my agent) sitting)) 

:script (create-subtasks this-action 
'(serial 

(stand (agent (my current-occupant))) 
(go (agent (m;/ current-occupant) 

(to ,(mike-suggestion '(pick-random-place-nearby ,(my-chair))))) 
(sit (agent , (my agent))) (chair ,(my chair)))))) 

(far-away 
:doc ("-a is too far away from -a, must move closer" (my agent) (my chair)) 
:test (not (ready-to-sit ? (my agent) (my chair))) 
:effects '((occupant ,(my chair) ,(my agent)) 

(position ,(my agent) 
(get-value (my chair) 'position) 

(posture ,imy agent) (sitting ,(my chair)))) 
:script (create-subtasks this-action 

'(serial 
(go (agent (my agent)) 

(to ,(piace-in-front-of (my chair)))) 
(sit (chair ,(my chair)))))) 

(normal-case 
:doc ("-a sits on -a" (my agent) (my chair)) 
:test t 
:effects '((occupant (my chair) (my agent)) 

(posture ,?my agent) (iitting ,(my chair)))) 
:script (create-subtasks this-action 

'(sit-motor-skill (agent ,(my agent)) (chair ,(my chair)))))) 

2.4.2 Scripts 
The expansion of higher-level actions are are gov- 

erned by a script [Schank & Abelson 771, associated 
with each general class of actions. These serve as tem- 
plates for the action instances, which are knowledge 
units placed on the global plan to represent concrete 
details of the performance. 

A script has two parts; the resources which indicate 
parameters which must be known before any further 
reasoning can be done, and the cases, which describe 
various ways to carry out the action. For example, 
Figure 4 shows a typical script describing the action 
SIT. 

The first element of the D E FS C R I PT form, after the 
action’s name, S I T, is a list of resources, which in this 
case are agent, chair, and current-occupant. Each in- 
stance of an action attempts to bind specific values for 
these resources before continuing with the expansion. 
For example, if the sentence “John sits on the red chair” 
instantiates the action S I T .3, and if nobody is sitting 

on that red chair at that point in the plan, the resources 
can be filled in as follows: AGENT + JOHN, CHAIR + 
DESK-CHAIR.l,CURRENT-OCCUPANT+NIL. 

Often, the value of a resource may not be immedi- 
ately computable with the currently available informa- 
tion, in which case it is deferred for later analysis (see 
below). For convenience, helper functions like find- 
plausible-agent and find-plausible-target are some- 
times used to help identify resource bindings. These 
capture specific knowledge by following a few simple 
heuristics, just as looking for for the object and subject 
of the sentence, respectively. They also constrain the 
search, for example, by making sure the A G E NT is an 
animate object. 

The remainder of the script describes one or more 
cases, describing different possible conditions which 
may affect the performance of that action. Each case 
includes 
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e nume - the name of this case 

0 documentation - a descriptive 
the planner’s progress 

form for use in tracing 

@ test - a predicate indicating whether this case is 
applicable 

0 effects - assertions summarizing 
performing this case 

the consequences of 

e script - actions to take in order to implements this case 

The example above shows several cases that might 
arise for an actor instructed to sit down. It may already 
be sitting, there may be someone else in the target chair, 
or the target chair may be far enough away to require 
the subtask of approaching it. The last case is the 
“normal” case, in which it is assumed that all precon- 
ditions have been satisfied, and the appropriate motor 
skill can be directly invoked. 

Divadlo uses a relatively simple planner, always 
operating on a concrete, global plan, with no back- 
tracking. As previously mentioned, most stage direc- 
tions are straightforward. The system’s main task is to 
expand high-level tasks into appropriate subtasks, and 
to infer and provide concrete animation control pa- 
rameters to the motor skills. 

Plan expansion occurs in two passes on each itera- 
tion: in the first, a pending action is selected and 
expanded - the most common operations are substi- 
tution (replacing with a more specific task), insertion 
(to satisfy preconditions or postconditions), or dele- 
tion (of superfluous actions). The second pass allows 
opportunistic modifications to the plan, by applying 
rewrite rules triggered by matching patterns and per- 
form arbitrary operations on the plan elements. Ex- 
amples include: 

0 consolidation, such as replacing RU N and K I C K - 6 A L L 
withaspecial.izedversionRUN-WHILE-KICKING-BALL. 

0 inserting or removing delays to break up coinci- 
dences or improve synchronization between related 
actions. 

e altering resource parameters of actions, e.g. chang- 
ing the way an actor performs a task after repeating 
it thrice, to avoid seeming too repetitious. 

0 insertion of opportunistic behavior, such as having a 
sick character occasionally sneeze while performing 
other tasks. 

Some limited lookahead is provided by a mecha- 
nism for deferred choices, inspired by a similar feature in 
AN1 [Kahn 791. In computing resource values before 
expanding a script, insufficient or ambiguous informa- 
tion causes an explicit choice object to be created, 
which captures the dependencies and alternatives. 
Choices are placed on a queue to be resolved when the 
necessary information is available, or when continued 
deferral would halt further progress, in which case a 
peremptory decision is made. 

Divadlo is not a purely symbolic system, but neither 
is it purely a situated or “nouvelle” AI as categorized in 
[Brooks 901. We note that our goal is entertainment, not 
verisimilitude. Unlike robotics or physically-based ani- 
mation, a grounding in reality or high-fidelity simula- 
tion is not always necessary or even desirable from an 
artistic point of view. (This is fortunate, considering 
how difficult it is to build such systems, and how 
computationally demanding they are to run interac- 
tively). On the other hand, unlike purely symbolic 
systems, Divadlo’s objects are grounded in a simulated 
world with three continuous spatial and one temporal 
dimension, in which the generally accepted rules of 
gravity, collision avoidance, etc. must usually be fol- 
lowed. 

. 

We believe that somewhere between the vivid furni- 
ture of Virtual Reality (passive-reactive objects) and 
the teeming ant colonies of Artificial Life (fully autono- 
mous agents), there lies the relatively unexplored do- 
main of the semi-autonomous agent. We envision an 
entertainment system of the future, consisting of a 
troupe of virtual thespians ready to act out dramatic 
scenes of the user’s invention. 

In real life, actors get relatively explicit stage instruc- 
tions from writers and directors, and are rarely called 
upon to perform complex problem-solving. They are 
told where to stand, when to move, and are often given 
advice on how to modulate their motion. This creative 
control is part of the pleasure ofzuriting and directing, and 
our goal is to reserve it for the user. At the same time, 
a large category of users prefer to avoid fully-guided 
animation, which carries the obligation to provide too 
much control at too low a level of detail. The expertise 
of animators needs to be captured into useful action 
units so that “clip behaviors”, much like “clip art”, 
could be pragmatically recycled. 

Before this can be realized, hcwever, several dispar- 
ate components must be integrated into a practical 
infrastructure for these actors to inhabit. We have built 
an experimental system integrating natural language, 
knowledge representation, planning, robotics, and com- 
puter animation. 
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