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To decide what to do in a multiagent world, an agent 
should model what others might simultaneously be de- 
ciding to do, but that in turn requires modeling what 
those others might think that others are deciding to do, 
and so on. The Recursive Modeling Method (RMM) 
[I] provides representations and algorithms for devel- 
oping these nested models of beliefs and using them 
to make rational choices of action. However, because 
these nested models can involve many branches and 
recurse deeply, making decisions in time-constrained 
multiagent worlds requires methods for inexpensive ap- 
proximation and for metareasoning to balance decision 
quality with decisionmaking cost. 

RMM represents an interaction as a payoff matrix 
that specifies an agent’s payoffs for different combina- 
tions of agents’ actions. To predict others’ actions, an 
agent will similarly model how it believes they see the 
interaction as matrices specifying their payoffs. The 
agent can model how the others see others as another 
layer of payoff matrices, and so on. When uncertain of 
how others will model the interaction, an agent asso- 
ciates probabilities with alternative models. We thus 
define a situation as a 4-tuple which includes the ma- 
trix (M) that corresponds to the agent’s expected pay- 
offs in this interaction, a probability density function 
(f) over the possible strategies that it should play, an 
estimate of the number of nested levels (a) of belief to 
which it has expanded this situation, and the set of 
situations that it thinks the other agents are in: 

s = (W f, d, {(P, T)I >: P = 1, ?- E w E s (1) 

The set of all situations is denoted as S. p is the 
probability with which the agent believes that some 
other agent is in the situation r. 

The recursive definition of a situation makes it pos- 
sible for loops to exist. That is, an agent might be in 
a situation s and believe, with some probability, that 
all the other agents are in the same situation s, and so 
on recursively. If the probability associated with these 
models is one, this can be interpreted as “all agents 
have common knowledge that they are in situation s.” 
Such situations could lead RMM into infinitely deep 
recursion but, fortunately, game’ theory can provide 
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alternative algorithms for identifying solutions in com- 
mon knowledge situations. In fact, in some cases these 
algorithms can be substantially more efficient than rea- 
soning about nested beliefs as RMM does. Thus, even 
when common knowledge does not exist, it might be 
more cost effective for an agent to assume that it does 
and converge on an approximate solution quickly, than 
to compute an exact solution using RMM. 

In time-constrained cases where RMM should be em- 
ployed, meta-reasoning can be used to selectively ex- 
pand the recursive nesting of situations. We borrow 
some of Russell’s notation [2] for limited rationality 
in turn-taking games (examining future game states), 
and apply it to RMM (examining more deeply-nested 
beliefs in the current state). The time cost to examine 
a situation s is denoted by TC(s). Limiting ourselves 
to only two agents, we denote our top-level strategy 
as (Y and our counterpart’s as p. The payoff we, as an 
agent, expect is P(o,p). If a situation s is not the top- 
level one, then we define our strategy, after expanding 
s and propagating a strategy back up the tree, as a,. 
Similarly, our counterpart’s is ps. When we do not 
have time to fully expand a situation, we use the situ- 
ation’s function f to predict what strategy it is likely 
to return. In these cases, the associated strategies are ,Y 
&!s and fls. We can now define the value of a situation 
V(s) in terms of it’s utility U(s) = P(cys,ps), and do 
the same for its expected value E 
gain in expanding a situation is 1 

V(s)). Our expected 
(s). 

V(s) = U(s) - TC(s) = P(&, ps) - TC(3) (2) 

E(V(s)) = E(U(s)) - TC(s) = P(&, f$) - TC(s) (3) 

G(s) = I’(&,, js) - I+, p5) - c - W(s) (4) 

We have designed an algorithm that uses these con- 
cepts to determine which parts, if any, of the RMM 
hierarchy could be gainfully expanded. We are work- 
ing on its implementation and improving its ability to 
learn expected strategies. 
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