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Abstract

2003), aim at identifying dense regions of the data space
that are separated by regions of low density. For a complete survey on clustering approaches see (Hartigan 1975;
Jain, Murty, & Flynn 1999; Han & Kamber 2001). Partitioning methods are fast but can find only ellipsoidal clusters and
their quality is affected by outliers, hierarchical clustering
algorithms can provide a hierarchy of solutions but are sensitive to noise or may lead to low-quality clusters, densitybased methods can find arbitrarily shaped clusters but almost
all of them cannot handle clusters having different densities.
In this work we present a novel clustering algorithm able
to find arbitrarily shaped clusters of different densities in
presence of outliers. The idea underlying the method is
based on exploiting a notion of local density in order to
find homogeneous groups of objects as opposite to objects
mostly deviating from the overall population.
Roughly speaking, given a set of N objects, a population
threshold k ∈ [1, N ], and a frequency threshold f ∈ [0, 1],
the proposed algorithm works as follows. First, it associates
to each data set object a value representing a density of the
data set in the point pi normalized w.r.t. the density of the
k neighbors of the object. Then it identifies and removes
the f N objects mostly deviating from the remaining data
set objects, thus revealing the true group distribution underlying the data. Finally, it builds clusters by merging together
objects lying in connected regions of the space where the
normalized density is greater than those scored by the removed outlying objects.
The contribution of the work can be summarized as follows:

A density-based clustering algorithm, called OUTCLUST, is
presented. The algorithm exploits a notion of local density
in order to find homogeneous groups of objects as opposite
to objects mostly deviating from the overall population. The
proposed algorithm tries to simultaneously consider several
features of real data sets, namely finding clusters of different shapes and densities in high dimensional data in presence
of noise. It is shown that the method is able to identify very
meaningful clusters, and experimental comparison with partitioning, hierarchial, and density-based clustering algorithms,
is presented, pointing out that the algorithm achieves good
clustering quality.

Introduction
Clustering is the process of partitioning a set of objects into
homogeneous groups, or clusters. It is a useful data analysis tool, having many practical applications and extensively
studied by several disciplines, such as machine learning, pattern recognition, data mining, statistics, biology, and others.
Usually, groups are built upon some similarity criteria, and
the goal is to simultaneously maximize intra-cluster similarity and inter-cluster dissimilarity. In order to improve
the quality of the final partitioning or to reduce time and
space requirements, a variety of different clustering algorithms have been proposed.
Some of the approaches adopted are briefly described
next. Partitioning methods, such as the k-means (MacQueen
1967) or the k-medoids methods (Kaufman & Rousseeuw
1990), group objects by means of their similarity with a
set of prototypes that must be singled out. Hierarchical
methods, such as the traditional agglomerative or divisive,
e.g. single-linkage or complete-linkage, or the more recent BIRCH (Zhang, Ramakrishnan, & Livny 1996), CURE
(Guha, Rastogi, & Shim 1998), and Chameleon (Karypis,
Han, & Kumar 1999), recursively split the input objects
in order to find the right clusters and sometimes provide
a hierarchy of possible meaningful partitions. Densitybased methods, such as DBSCAN (Sander et al. 1998),
OPTICS (Ankerst et al. 1999), DENCLUE (Hinneburg
& Keim 1998), and SNN (Ertöz, Steinbach, & Kumar

• the OUTCLUST density-based algorithm able to find
clusters of different shapes and densities in high dimensional data in presence of noise by exploiting a notion of
local density is presented. The algorithm requires two input parameters which are easy to tune;
• OUTCLUST is able to identify very meaningful clusters,
as witnessed by experiments on spatial test data sets;
• experimental comparison with partitioning, hierarchial,
and density-based algorithms on high-dimensional data,
measuring clustering accuracy by means of Normalized
Mutual Information and Conditional Entropy, shows that
OUTCLUST achieves good clustering quality compared
to other approaches.
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Algorithm OUTCLUST
Input:
– a set p1 , . . . , pN of objects;
– a number k of nearest neighbor to consider;
– a frequency threshold f ;
Output:
– a partition S of the input objects;
Method:
1. For each object pi , compute:
(a) its k nearest neighbors ci,1 , . . . , ci,k , and
(b) the value δpi = d(pi , ci,1 ), . . . , d(pi , ci,k );
2. For each object pi , compute the value σpi = δpi /δci,1 , . . . , δci,k ;
3. Compute the value θ as the (1 − f )N th greatest value σpi ;
4. Assign each object pi such that σpi ≤ θ to its own cluster;
5. For each object pi such that σpi ≤ θ:
(a) among the k nearest neighbors of pi , find the first nearest neighbor ci,j such that σci,j > θ,
and
(b) merge the clusters of pi and ci,1 , . . . , ci,j−1 ;
6. Let S = C1 , . . . , Cm be the clusters computed in previous step. Remove from S the clusters
Ch such that |Ch | < k;
7. Let L be the set of the objects belonging to a cluster of S, and let U be the set of the remaining
objects. For each object pi belonging to U , assign it to the cluster of its nearest neighbor in
L.

Figure 1: The algorithm OUTCLUST.

First of all (Step 1), for each data set point pi , the algorithm computes its k nearest neighbors ci,1 , . . . , ci,k , and the
value δpi , representing the norm of the k-dimensional real
numbers vector composed by the distances among pi and its
k nearest neighbors. Depending on the Minkowski’s metric r ∈ [1, ∞] adopted to compute the norm, the value δpi
moves from representing the mean distance of pi to its k
nearest neighbors (r = 1), to representing the distance of pi
to its kth nearest neighbor (r = ∞). Thus, intuitively the
value δpi is inversely related to the density of the data in the
neighborhood of the object pi .
Then (Step 2), for each data set point pi , the value σpi is
computed, representing the ratio between the value δpi and
the norm of the k-dimensional real vector composed by the
values δci,1 , . . . , δci,k associated to its k nearest neighbors.
We can use a Minkowski’s metric s ∈ [1, ∞] different from
those employed in the previous step to compute these norms.
Analogously to previous step, ranging s from one to infinity,
the norm moves from representing the mean density in the
neighborhood of pi (s = 1), to representing the largest density among those associated to the k nearest neighbors of pi
(s = ∞).
Thus, intuitively the value σpi represents a normalized or
local density of pi w.r.t. its neighborhood. If pi lies in a
region of the space having uniform density, then σpi is about
one. Otherwise, the more pi is an outlying object, the more
its σpi value grows, while, the more the object pi is central
w.r.t. its neighborhood, the more the value of σpi approaches
zero.
Step 3, is intended to convert the user-provided frequency
threshold f in a normalized density value θ. To this aim, the

The rest of the paper is organized as follows. Section “Algorithm” describes the OUTCLUST algorithm. Subsequent
Section “Experimental Results” shows experimental results
on both synthetic and real data sets, and a comparison with
existing clustering methods. Finally, in Section “Conclusions” we draw our conclusions.

Algorithm
In this section the OUTCLUST clustering algorithm which
is able to find arbitrarily shaped clusters of different densities in presence of outliers is described. The idea underlying
the method is based on exploiting a notion of local density
in order to find homogeneous groups of objects as opposite
to objects mostly deviating from the overall population.
Given a set of N objects, a population threshold k ∈
[1, N ], and a frequency threshold f ∈ [0, 1], the proposed
algorithm works as follows: (i) first, it associates to each
data set object pi the value σpi representing the density of
the data set in the point pi normalized w.r.t. the density of
the k nearest neighbors of pi , (ii) then identifies and removes
the f N objects mostly deviating from the remaining data set
objects, i.e. scoring the greatest values of σpi , thus revealing the true group distribution underlying the data, and, (iii)
finally, builds clusters by merging together objects lying in
connected regions of the space where the normalized density
is greater than those scored by the removed outlying objects.
Figure 1 shows the algorithm OUTCLUST. It receives in
input a set of N objects p1 , . . . , pN to group, and two userprovided parameters: k ∈ [1, N ], the number of nearest
neighbors to take into account, and f ∈ [0, 1], a frequency
threshold.
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synthetic data set composed by about 6,000 points forming
a mixture of four gaussian distributions. The four true distributions are shown in the right top corner. In the left bottom
corner are depicted the inliers (black points) and the outliers
(cyan points) detected by the algorithm when k = 100 and
f = 0.2. Finally, in the right bottom corner, the four genuine
clusters discovered by the algorithm are shown.
Now we comment on the time complexity of the algorithm. Step 1(a) amounts to compute the k nearest neighbors of each data set point. Its cost depends on the characteristics of the data set under consideration, varying from
O(N log N ) for data sets having low intrinsic dimensionality, to O(N 2 ) for data sets of high intrinsic dimensionality,
even if this worst case cost can be alleviated in practice by
exploiting multidimensional indexing techniques (Chávez et
al. 2001). Cost of both Steps 1(b) and 2 is kN . Subsequent
Step 3 can be performed in time O(N log N ). Step 5 executes one pass over the data set inliers performing Steps
5(a) and 5(b), with a total cost of kN log N . Cost of step 7
is at most N . Finally, as for Step 7, considerations similar
to those drawn for Step 1 hold. Concluding, the overall time
complexity of the algorithm is O(kN log N ) for data having low intrinsic dimensionality, while in the worst case it is
quadratic in the number of data set objects for data having
high intrinsic dimensionality, due to the cost of computing
nearest neighbors.

Figure 2: Example data set.
N values σp1 , . . . , σpN are sorted in increasing order, and
then θ is set equal to the (1 − f )N th greatest value of local density σpi . The threshold θ partitions data set objects
in two categories: inliers, those having σpi ≤ θ, and outliers, those having σpi > θ. Thus, this step corresponds to
perform outlier detection, i.e. to isolate the f fraction of
the objects mostly deviating from the remaining population.
While inliers are merged in the subsequent steps of the algorithm in order to build clusters, outliers do contribute to
form the cluster shapes.
Step 4, assigns each of the f N data set inliers to its own
cluster, while following Step 5, is a merging procedure. It
performs a single pass over the data set objects pi , and considers only the inliers. For each inlier, let ci,j be the outlier closest to pi among its k nearest neighbors (if all the
k nearest neighbors of pi are inliers, assume j = k + 1).
Then, pi and ci,1 , . . . , ci,j−1 lie in a connected region of the
space where the normalized density of the data is greater
than those associated to the outliers. Thus, the cluster of pi
and the clusters to which belong ci,1 , . . . , ci,j−1 are merged.
Step 6, is intended to remove low populated or spurious
clusters, i.e. those composed by less than k elements. Optionally, this step can be skipped or postponed after subsequent Step 7.
Finally, Step 7 assigns objects lying in low dense populated regions of the space to the cluster of their nearest
neighbor among the already labelled objects. Thus, this step
performs the nearest neighbor classification of the data set
outliers.
We note that, delaying Step 6 after Step 7, has the effect
of preserving clusters composed by a small number of dense
objects, anyway by a large enough number of total objects.
Figure 2 shows an example of the output returned by the
OUTCLUST algorithm. In the left top corner it is shown a

Experimental Results
In this section we present some experiments executed using
the OUTCLUST algorithm. These experiments are designed
in order to achieve the following goals:
(a) the OUTCLUST algorithm is executed on 2D synthetic
data sets in order to show that the method can obtain very
meaningful clusters;
(b) it is shown how some quality measures, namely the Normalized Mutual Information (NMI) and the Conditional
Entropy (CE), vary with the input parameters in order to
verify the robustness of OUTCLUST to variations of parameters values;
(c) OUTCLUST is compared with partitioning, hierarchical, and density-based clustering algorithms by measuring NMI and CE achieved on real multidimensional labelled data sets to compare clustering quality of the various methods.

Experiments on 2D Data Sets
In order to illustrate the behavior of the OUTCLUST algorithm and to show the quality of the final partitioning, first
two dimensional data sets are considered.
Figure 3 shows the clusters discovered on some spatial
test data sets. The first two data sets (first row) have been
used to show clustering capabilities of the Chameleon algorithm (Karypis, Han, & Kumar 1999). Although the number
of points, the number of clusters, and also their densities,
varies across these two data sets, the algorithm was able to
find the natural partitioning of the data by using the same
assignment of values to the input parameters, i.e. k = 50
and f = 0.15.
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N=10000, k = 50, f = 0.15, n = 9

N = 8000, k = 50, f = 0.15, n = 8

N = 100000, k = 100, f = 0.02, n = 8

N = 100000, k = 300, f = 0.5, n = 100

Figure 3: Experiments on spatial test data sets.
Ghosh 2002), were employed. Next, we recall the definitions of these measures. Given m classes and n clusters, let
i ∈ {1, . . . , m} be a class label and let j ∈ {1, . . . , n} be a
cluster label.
By pij it is denoted the probability that an object of cluster
j belongs to class i. The
entropy of the classes conditioned
to cluster j is Ej = − i pij log pij . The Conditional En N
tropy is then defined as CE = j Nj Ej , where Nj is the
number of objects in cluster j, and N is the total number
of objects. Its value is zero when each cluster contains instances from only a single class. Clearly, this criterion is
biased toward larger values of n, hence it is significant when
n ≈ m.
The Mutual Information (MI) between class label distribution
X and cluster label distribution Y , is M I =

pij
i,j pij log( pi pj ), where pi (pj resp.) is the probability of
class i (cluster j resp.). The Normalized Mutual Information
is then defined as
MI
NMI = 
,
E(X)E(Y )

The third data set (second row on the left) was used to
test the CURE algorithm (Guha, Rastogi, & Shim 1998).
The figure shows the clusters discovered by OUTCLUST for
k = 100 and f = 0.02. We note that, while other clustering
algorithms identify only five clusters, the OUTCLUST algorithm partitions points in eight meaningful groups. Apart
from the obvious five spherical or elliptical clusters, OUTCLUST reports also as clusters:
(a) the thin dense bridge of points linking the two elliptical
shaped clusters. This bridge was added in order to test the
ability of CURE in separating these two elliptical clusters,
(b) the wide and lowly populated region of the space separating the dense clusters, and
(c) the lowly populated region of the space lying in the bottom left corner of the figure.
The remaining data set (second row on the right) was used
to analyze the Birch clustering algorithm (Zhang, Ramakrishnan, & Livny 1996). The data set is composed by 100
gaussian clusters of 1000 points each. The OUTCLUST algorithm identified correctly all the clusters.

where E(X) and E(Y ) denote the entropy of X and Y respectively. NMI ranges between 0 and 1, and reaches the
optimal value 1 when there is a one to one mapping between
class and cluster labels.
NMI and CE measures can be exploited to evaluate how
the solution provided by the algorithm OUTCLUST is affected by perturbations of the input parameters k and f .

Evaluation through Normalized Mutual
Information and Conditional Entropy
To evaluate the accuracy on the OUTCLUST algorithm in
reconstructing the genuine clusters of the data, two measures
of clustering quality, namely the Conditional Entropy (CE),
and the Normalized Mutual Information (NMI) (Strehl &
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Data set
Echocardiogram
Image segmentation
Ionosphere
Iris
Letter recognition
Satellite image
Shuttle
Wine
Wisconsin breast cancer
Zoo

Example data set, # Clusters
150

18

Number of neighbors [k]

16
14
12
10

100

8
6
4
50

2
0.2

0.4
0.6
Frequency threshold [f]

0.8

Example data set, Normalized Mutual Information
150

Objects
61
2,310
351
150
2,000
6,435
4,350
178
683
101

Attributes
11
19
34
4
16
36
9
13
9
16

Classes
2
7
2
3
26
6
7
3
2
7

Table 1: Labelled data sets employed in the experiments.
0.8

Number of neighbors [k]

0.7

clustering algorithms. As for the SNN algorithm (Ertöz,
Steinbach, & Kumar 2003), it is a density-based clustering method combining together the Jarvis-Patrick approach
(Jarvis & Patrick 1973), that redefines similarity between
pairs of objects in terms of how many nearest neighbors the
two objects share, and the DBSCAN algorithm (Sander et
al. 1998), by means of three user-provided parameters, i.e.
a neighbor resolution k, a similarity value Eps, and a density value M inP ts. The SNN algorithm reports besides the
normal clusters also a special cluster containing all the objects that not fit very well in any other cluster discovered.
Data sets are from the UCI Machine Learning Repository
(S. Hettich & Merz 1998). We selected data sets scoring
the maximum values of NMI, where the NMI of a data set
is defined as the maximum of the NMIs scored by the five
methods. Table 1 reports the data sets employed together
with their size, number of attributes, and number of classes.

0.6
0.5
100

0.4
0.3
0.2
0.1

50

0.2

0.4
0.6
Frequency threshold [f]

0.8

0

Example data set, Conditional Entropy
150

0.5

Number of neighbors [k]

0.45
0.4
0.35
0.3

100

0.25
0.2
0.15
0.1
50

0.2

0.4
0.6
Frequency threshold [f]

Echocardiogram

0.8

Image
segmentation
Ionosphere

Figure 4: Number of clusters, Normalized Mutual Information, and Conditional Entropy of the example data set for
different values of k and f .

Iris
Letter
Recognition
Satellite
Image
Shuttle

Figure 4 shows the number of clusters detected, the Normalized Mutual Information, and the Conditional Entropy
of the example data set of Figure 2, for different values of k
(50 ≤ k ≤ 150), and of f (0.05 ≤ f ≤ 0.90). It is clear
from these figures that there exists a large region of the input
parameters space that leads basically to the same solution
(the solution shown in Figure 2 is for k = 100 and f = 0.40,
having NMI=0.856 and CE=0.072, while the peak of NMI
was reached for k = 70 and f = 0.15, having NMI=0.869
and CE=0.066).

Wine
Wisconsin
Breast Cancer
Zoo

Comparison with other Clustering Methods on
Labelled Data Sets

NMI
CE
NMI
CE
NMI
CE
NMI
CE
NMI
CE
NMI
CE
NMI
CE
NMI
CE
NMI
CE
NMI
CE

OC
0.499
0.275
0.674
0.257
0.217
0.558
0.841
0.114
0.420
0.482
0.677
0.222
0.619
0.093
0.446
0.386
0.828
0.106
0.781
0.115

SNN
0.436
0.249
0.599
0.278
0.343
0.368
0.711
0.143
0.420
0.431
0.539
0.327
0.572
0.052
0.378
0.440
0.611
0.147
0.686
0.184

KM
0.322
0.386
0.493
0.389
0.139
0.560
0.750
0.177
0.408
0.417
0.593
0.271
0.339
0.178
0.417
0.400
0.730
0.180
0.107
0.530

SL
0.096
0.570
0.024
0.691
0.026
0.650
0.736
0.286
0.070
0.684
0.015
0.665
0.004
0.234
0.091
0.661
0.018
0.646
0.153
0.550

CL
0.599
0.216
0.226
0.578
0.014
0.646
0.722
0.208
0.129
0.651
0.015
0.665
0.117
0.196
0.442
0.386
0.486
0.360
0.108
0.523

Table 2: Normalized Mutual Information (NMI) and Conditional Entropy (CE) scored by the OUTCLUST (OC), SNN,
k-means (KM), single-linkage (SL), and complete-linkage
(CL) algorithms on real data sets.

We used the NMI and CE measures to compare the
OUTCLUST with the k-means, single-linkage, completelinkage, and the density-based SNN clustering algorithms
on real labelled data sets. The k-means, single-linkage,
and complete-linkage are well known and extensively used

We required that the number n of clusters detected by the
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Echocardiogram
Image segmentation
Ionosphere
Iris
Letter Recognition
Satellite
Shuttle
Wine
Wisconsin Breast Cancer
Zoo

OUTCLUST
k
f
10
0.40
55
0.35
3
0.30
10
0.5
7
0.325
30
0.50
15
0.15
10
0.30
26
0.36
4
0.10

k
20
60
30
70
30
100
50
80
110
40
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Table 3: Input parameters employed by the OUTCLUST and
the SNN algorithms in the experiments of Table 2.
various methods is identical to the number m of data set
classes. As for the k-means, single-linkage, and completelinkage algorithms, the number of clusters is an input parameter. Conversely, as for the OUTCLUST and the SNN
algorithms, we executed a multi-parameter analysis, and selected the configuration such that n = m and maximizing
the NMI value.
Table 2 reports the Normalized Mutual Information and
the Conditional Entropy scored, respectively, by the OUTCLUST, SNN, k-means, single-linkage, and completelinkage algorithms, while Table 3 shows the values of the
input parameters selected for the OUTCLUST and the SNN
algorithms.
It is worth to note that the OUTCLUST algorithm behaved well compared to the other strategies. As for the NMI
it obtained the best value in eight experiments, and the second best value in the remaining two experiments (Echocardiogram and Ionosphere). Moreover, as for the CE it obtained the best value in seven experiments, the second best
value in two experiments (Ionosphere and Shuttle), and the
third best value in the remaining experiment (Echocardiogram).

Conclusions
This work introduces a novel density-based clustering algorithm that finds homogeneous groups of objects as opposite
to objects mostly deviating from the overall population. Different experiments to evaluate to effectiveness of the new
approach are presented, showing that: the method is able to
identify very meaningful clusters, it is little sensitive to perturbations of the input parameters as a good quality solution
can be achieved with different configurations of the input parameters forming a wide region of the input parameter space,
and the method achieves good clustering accuracy compared
to partitioning, hierarchial, and density-based algorithms.
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