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Abstract

time in. We propose a web-based tool that will reveal the
bubbles in a city.

Bill Bishop popularized the idea that we all live in a selfcurated world of bubbles in his book, “The Big Sort”
(Bishop 2009). People often spend most of their time in
completely different places from their neighbors, and this
fragmentation of society leads to reduced empathy, policy
quarrels, and even violence. People may not even be aware
that they are segregating themselves so dramatically.
Fortunately, thanks to the abundance of available geotagged
social media data, we can easily and cheaply detect these
social bubbles and give people a greater insight into their
activity patterns. Understanding how we spend our time can
be the first step in changing from isolated citizens into a
connected community.

Clustering and Topic Modeling
We’ve gathered over 9 million tweets from Twitter’s
public API in Pittsburgh, over about 8 months, and 5
million tweets in San Francisco over 4 months. We also
have access to the same data set of Foursquare checkins
used by Cranshaw (et al). We aim to understand activity
bubbles in two ways. First, we will use topic modeling on
the Foursquare dataset to find clusters of people in those
checkins, inspired by Joseph (et al). However, where they
used locations as the “documents” and people who visit
those locations as the “words”, we plan to use people as the
“documents” and locations that they visit as the “words”.
The result will be clusters of people instead of clusters of
places. We will also repeat the process with our Twitter
data, but this adds one more difficulty: tweets are posted
with latitude/longitude coordinates instead of location
names. Therefore, we will first discretize the data by
simply superimposing a rectangular grid onto the city
region in question.

Introduction
We increasingly live in bubbles. As incomes and mobility
have grown, people have moved more frequently from
their hometowns to new cities and neighborhoods full of
people like them. This has detrimental effects on our
society: neighbors don’t know each other and therefore are
unable to understand each other’s problems. Systemic
problems such as racial divides can lead to national crises.
For example, the recent protests in Ferguson, Missouri
brought to light the fact that the average white person’s
social network is 91% white (Jones 2014). Even in areas
that are largely integrated, people can spend all of their
time visiting certain locations. Cities like San Francisco
deal with disparate groups, such as young tech workers and
long-time residents, living nearby but often not mixing.
Social media services, such as Twitter, Instagram, and
Flickr provide a large amount of free, public, geotagged
data. Using this data, we can tell where certain users go,
and understand what “activity bubble” they spend their

Visualization
Two visualizations will be very useful. First, we should be
able to visualize each cluster on a map. This is particularly
critical because the clusters are abstract (“clusters of
people”). To create this visualization, we will simply
consider all tweets posted by all users in a cluster,
weighted as a fraction of their total tweets. For example, if
a user tweets four times, one of which is in a given region,
that will add ¼ to the region’s score. We can then simply
plot a heat map over the region.
Another useful visualization will be the fraction of the
user’s time that is spent in each bubble. This will help
users understand the different networks that they travel in,
and how diverse their network truly is.
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Effects
Users will be able to tell which cluster or clusters they
most resemble, and how closely. They will also be able to
see this resemblance visually, through a view of their own
activity heat maps. People might also be able to find
recommendations for ways they could get outside their
bubbles.
In addition, simply finding these clusters could be
enlightening. It may be the case that a “Big Sort” as
envisioned by Bishop is not happening at all on the
individual daily activity level (Abrams and Fiorina 2012)
Either way, deeper investigation into where people go
within a city will be informative and useful. Furthermore,
efforts of this type could help transform the city into a
more citizen-powered system, as citizens help shape the
different “bubbles” with the social media posts they’re
already posting.
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